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Abstract 

The increasing importance of security motivates 

development of new intelligent surveillance systems. 

Our system consists of several artificial intelligence 

modules enabling advanced surveillance of personnel 

and other objects in indoor environment. In this paper 

we present the expert system module. It detects many 

security risk situations, raises almost no false alarms, 

enables customization of the intelligent surveillance 

system according to users’ needs, and offers 

comprehensible and user friendly explanations for the 

triggered alarms. The paper describes the knowledge 

base and inference engine of the expert system and the 

method that generates the explanations for the triggered 

alarms. 

 

1 Introduction 

Security is becoming increasingly important in today’s 

world. Technology, such as surveillance cameras, 

biometric sensors, and smart cards, enable a high level 

of security; however, the critical factor of most security 

systems is still the person in charge of the security 

system. For example, a person watching live 

surveillance video on multiple monitors at the same 

time often becomes tired or bored and may therefore 

overlook a security risk. With that in mind we 

developed an intelligent surveillance system that does 

the tedious work and requires attention of security 

personnel only when a security risk is detected. The 

similar idea was used in another project described in [1], 

however, the emphasis there was on entry control, while 

here it is on room control. 

 The prototype of an intelligent security system, 

called commander’s right hand (CRH), is specialized for 

surveillance of indoor high security storage facilities, 

such as archives of classified data. The CRH system 

alarms the user about unusual and forbidden activities 

and enables complete overview of the monitored 

environment and analysis of the past events. Tagging of 

all personnel and important equipment with tags that 

enable real-time localization in connection with 

intelligent video surveillance enables the CRH system 

to learn about the usual and to recognize the unusual 

behaviour. The CRH system is able to alarm the users 

about thefts, sabotages, staff negligence and 

insubordination, and similar incidents. 

 The CRH system hardware includes a real-time 

location system (RTLS), IP video cameras, network 

infrastructure, a processing server, and optionally one or 

more workstations, such as personal computers, 

handheld devices, and mobile phones with internet 

access, that are used for alerting the security personnel. 

RTLS consists of sensors, tags, and a processing unit. 

The sensors detect the distance or/and the angle at 

which the tags are positioned. The processing unit 

calculates the 3D coordinates of the tags using the 

sensor measurements. In the area monitored by the CRH 

system, all personnel and important objects (e.g. 

container with classified documents) are tagged so their 

locations are always known to the CRH system. The 

advantage of RTLS are that people usually feel less 

uncomfortable being tracked by it than being filmed by 

video cameras and that localization with a RTLS is 

simpler, more accurate, and more robust than 

localization from video streams. On the other hand, a 

RTLS is not able to locate objects that are not marked 

with a tag; therefore, the most vital areas also need to be 

monitored by video cameras in order to detect possible 

intruders. 

 The CRH system software is divided into several 

modules [5]. Each module is specialized for detecting a 

certain kind of abnormal behaviour (i.e., a possible 

security risk) and uses an appropriate artificial 

intelligence method for detecting it. Some of CRH 

modules are able to learn while others use only 

predefined knowledge. In this paper we will present a 

non-learning module based on an expert system which 

detects high number of security risks, is robust to noise 

in RTLS data, raises almost no false alarms, and offers 

comprehensible explanation for the raised alarms. A 

somewhat similar expert system that uses only cameras 

(no RTLS) and does not provide user friendly and easily 

comprehensible alarm explanations is described in [2]. 

 Besides the advantages of the expert system over the 

other modules there are also four major problems with 

the learning modules. The first is that a considerable 

amount of RTLS data is needed for learning and that 

learning module is not able to perform well until it has 

seen enough training data. The second is that it is 

difficult to learn from unlabeled data and that labelled 

data for supervised learning is not available. Therefore, 

the learning modules can only detect unusual behaviour 

which does not always pose a security risk; hence the 

number of false alarms is increased by the learning 

modules. And finally, there is always a trade of between 

false positive and false negative rate: if the threshold for 

raising an alarm is set too low the system will produce 

too many false alarms, on the other hand, if it is set too 

high it will miss too many security risks. Nevertheless, 

there are security risks and abnormal behaviours that 



 

cannot be predicted and therefore cannot be detected by 

an expert system, but can be detected by learning 

modules which suggest the security personnel what to 

put their attention on. 

 The organization of the paper is as follows: the next 

section explains the knowledge base of the expert 

system and how it is filled, Section 3 presents the 

inference engine of the expert system, and Section 4 

describes how alarm explanations are generated. The 

conclusions are given at the end of the paper. 

2 Knowledge base 

Knowledge base of expert system contains the currently 

available knowledge about the state of the world. 

Knowledge base of CRH expert system consists of 

RTLS data, video processing results, diagnostic data, 

predefined rules, and user defined rules. The first three 

types of knowledge are in form of data streams, while 

the latter two are in the form of if-then rules that are 

standard in expert systems. Each type of knowledge is 

described in more detail in the following subsections. 

2.1 RTLS data stream 

The expert system gets the knowledge about objects’ 

positions from the RTLS data stream. Each unit of the 

data stream is an output of RTLS reading that contains a 

3D location with a time stamp and a RTLS tag ID. Raw 

RTLS data includes considerable amount of noise, 

therefore, it is preprocessed by various filters (e.g., 

linear filters and Kalman filter). Missing 3D locations 

are interpolated (when possible) and inserted into proper 

positions in the RTLS data stream.  

2.2 Video processing results stream 

Data about visible moving objects (with and without 

tags) is available in the data stream that contains video 

processing results.  Moving objects are described with 

their 3D locations, sizes of their bounding boxes, and 

time stamps. The detailed description of the algorithm 

that processes the video data can be found in [3] and [4]. 

In this paper we will give only a brief informal 

description of the used method that was developed at 

the Faculty of Electrical Engineering. In the first step, 

movement is detected by comparing consecutive video 

frames. Object that were moved but are currently still 

gradually fade into the static background: that is why 

only moving objects can be detected. In the second step, 

an algorithm that searches for the most probable 

location(s) of a person(s) that caused the detected 

movement is executed. Finally, an estimate of how 

similar the moving object is to a human is computed. 

Video processing is also capable of detecting if a certain 

camera is blocked (e.g. covered with a piece of fabric). 

2.3 Diagnostic data stream 

The third data stream, that is not necessarily present, 

encodes the diagnostic data. It includes all the available 

data about the state of used hardware, such as tag 

battery voltage, RTLS sensor status, network traffic and 

availability, and video camera status. It enables the 

expert system to detect hardware failures and alert the 

user about it. In this way the CRH system protects itself 

(e.g., auto detects if somebody disables a RTLS sensor) 

and raises the confidence in its performance.  

2.4 User defined rules 

User defined rules enable simple on-site customization 

of CRH expert system according to specific user needs; 

it enables a simple way of specifying prohibited and 

obligatory behaviour. That is why (besides the RTLS 

data) user defined rules are the most important type of 

knowledge for the CRH expert system. Users of the 

CRH system are able to input their knowledge using a 

simple and intuitive graphic user interface. Rules can be 

added, edited, or deleted at any time. There are several 

rule types available to the users, who have to specify 

only the missing parameters of the rules, such as for 

which objects (tags), in which room(s) or part(s) of 

room(s), and at which time the rules apply.  

 For instance, a user can choose to add a rule of the 

following type: “Person P must be in the room R from 

time Tmin to time Tmax.” and set P to John Smith (guard), 

R to the hallway H, Tmin to 7am, and Tmax to 11am. Now 

the expert system knows that John must be in the 

hallway from 7am to 11am and that he is not permitted 

to leave. If he does leave the hallway or if he is late for 

work, the CRH user will be alarmed of the situation. 

 Some of the user defined rules trigger an alarm when 

condition part is valid while the others trigger an alarm 

when the condition part is not valid. In this way a user 

can specify what has to happened (e.g., John must be in 

the hallway) and what must not happened (e.g., Tom is 

not allowed to move certain objects). Since the rules are 

presented in natural language users can comprehend 

them easily. Some of the most often used rule types are 

listed below: 

 Object Oi is not allowed to enter area Ai. 

 Object Oi can stay in area Ai for at least Tmin and 

at most Tmax seconds. 

 Object Oi can only be moved by object Oj. 

 Object Oi must always be close to object Oj. 

 Object Oi must not lay on the ground for more 

that time T. 

2.5 Predefined rules 

Predefined rules are a set of rules that are valid in any 

application where CRH might be used. Nevertheless, 

the user has an option to turn them on or off. Predefined 

rules mainly deal with diagnostic data and define when 

alarms about hardware failures should be triggered. The 

rules about moving objects without tags also belong to 

this group of rules. 

3 Inference engine 

Inference engine is the part of CRH expert system that 

deduces conclusions about security risks from the 

knowledge stored in the knowledge base. The inference 

process is done in real-time. First, the RTLS data stream 

is processed using a set of primitive routines. Secondly, 



all the rules (predefined and user defined) that are 

related to a given object (e.g., a person, a moving 

object, hardware) are checked. If a rule fires an alarm is 

raised and an explanation for the raised alarm is 

generated.  The next two subsections describe the 

primitive routines and rule checking. The last subsection 

talks about decreasing the number of alarm messages. 

The method that generates the alarm explanations is 

described in a separate section. 

3.1 Primitive routines 

Primitive routines take the RTLS data as an input and 

output symbolic representation of the processed RTLS 

data. These routines are shared with the rest of the 

intelligent system and are robust to noise in 3D location 

measurements.  

 The first group of primitive routines detects in which 

area (a room or a user defined area) a given tag is 

located, when it has entered, and when it has exited it. 

These routines take into account the positions of walls 

and doors. A special method is used to handle the 

situations when a tag moves along the boundary 

between two areas that are not separated by a wall. 

 The second group of primitive routines classifies the 

state a person wearing a tag is in: standing, sitting, or 

lying. A parameterized classifier, trained on prerecorded 

and hand labelled training data, is used to classify the 

sequences of 3D tag positions into the three states.  

 The third group of primitive routines includes a set 

of routines that detect whether a tag is moving or not. 

Due to the considerable amount of noise in the 3D 

location data, this is not a trivial task. It is solved by 

hard coded, hand crafted, common sense routines and 

by a classifier trained on extensive, prerecorded, hand 

labelled training set. There are separate routines for 

detecting movement of persons, movable objects (e.g., a 

laptop) and objects that are considered stationary. 

 The final group of routines detect if two tags (or a 

tag and a given 3D position) are close together by 

comparing the short sequences of tags’ positions. There 

are separate methods used for detecting distances 

between two persons (e.g., used to detect if a visitor is 

too far away from its host), between a person and an 

object, and between a person and a given 3D location 

(e.g., used to assign tags of moving persons to locations 

of moving objects detected by video processing).  

3.2 Rule checking 

The rule checking algorithm will be explained on an 

example. Suppose that the most recent 3D location of 

John Smith’s tag (the guard from the example in Section 

2) has just been received at 8:32 am. The inference 

engine lists all the rules concerning John Smith and 

checks one after another. Among them is the rule Ri that 

says: “John Smith must be in the hallway H from 7am 

to 11am.” The inference engine calls the primitive 

routine that checks whether John is in the hallway H. 

There are two possible outcomes. In the first outcome, 

the primitive routine answers that he is in the hallway 

H, therefore, the rule Ri is not broken and the expert 

system remembers that John was in the hallway H at 

8:32 am. If he was not in the hallway H in the previous 

instant, there is an ongoing alarm that is now ended by 

the inference engine. In the second outcome, the 

primitive routine answers that John is not in the hallway 

H; hence the rule Ri is broken at this moment. In this 

case inference engine has to check if there is an ongoing 

alarm about John not being in the hallway H. If there is 

such an alarm inference engine knows that the CRH 

user was already notified. On the other hand, if there is 

no such ongoing alarm the inference system triggers a 

new alarm.  

3.3 Decreasing the number of alarms 

If an alarm was raised every time a rule was broken the 

users would soon be flooded with alarm messages and 

the CRH system would be almost useless. Therefore, 

inference engine automatically decreases the number of 

alarm messages and groups alarm messages about the 

same incidents together so they are easier to handle by 

the CRH user. 

 The method will be illustrated on the example used 

in the previous subsection. Because of the noise in 3D 

location measurements inference engine does not trigger 

or ended an alarm immediately after status of rule Ri 

(broken/not broken) is changed. Instead it waits a few 

seconds and then checks the trend in a given time 

window: if there are only few instants when rule seemed 

to be broken they are considered as noise, on the other 

hand, if there are many (more than a global threshold set 

by the CRH user) such instants then the instants when 

rule seemed not to be broken are treated as noise. Two 

consecutive alarms that are interrupted by a very short 

period of time will therefore result in only one alarm 

message. Consecutive violations of the same rule will 

also result in only one alarm with a longer duration. A 

short period in which a rule seems to be broken because 

of the noise in RTLS data, however, will not trigger an 

alarm.  

 The grouping of alarms works in the following way: 

the inference engine groups the alarm messages about 

the two rules Ri and Rj together if at the time when rule 

Ri is broken another rule Rj concerning John Smith or 

hallway H is broken too. As a result, the user has to deal 

with only one alarm message containing details about 

both broken rules. 

4 Generating alarm explanations 

Inference engine is capable of determining when to 

trigger an alarm and can also provide an explanation 

that tells the user why the alarm was triggered. The 

explanation can consist of three different parts: an 

explanation in natural language, graphical explanation, 

and/or video recording of the event that caused the 

alarm. The following subsections describe how each of 

the three parts is generated. 

4.1 Natural language explanation 

Each alarm is a result of particular rule being broken. 

Since each (user defined) rule is an instance of a certain 

rule type (see Section 2.4) explanations can be partial 

prepared in advance. Each rule type is assigned a pattern 

for explanation. The patterns are in form of sentences in 

natural language with some objects and subjects 



 

missing. In order to generate an explanation for an 

alarm, inference engine has to fill in the missing parts of 

the sentence with details about the objects (e.g., person 

names, areas, times, etc.) related to the alarm. 

 The following example will demonstrate how alarm 

explanations are generated. Suppose that John Smith 

(from the example we used in previous sections) left the 

hallway H at 8:32 am and by doing so broke the rule Ri 

of type “Person P must be in room R from time Tmin to 

time Tmax.” The explanation pattern assigned to this rule 

type is as follows: “At time Tnow person P was not 

present in the room R although he/she is required to be 

there from time Tmin to time Tmax.” The inference engine 

already determined all the missing parts of the sentence; 

therefore, explanation generation method can input 

them into the explanation pattern. The result is the 

following explanation: “At 8:32 am John Smith (guard) 

was not present in the hallway H although he is required 

to be there from 7am to 11am.” 

 Explaining the alarms that are triggered when 

predefined rules are broken is trivial because the 

explanations can be prepared in advance.  All that needs 

to be added to the prepared explanations is the time 

when alarm was triggered. 

4.2 Graphical explanation 

Graphical explanation for an alarm is given in the form 

of ground plan animation. The inference engine 

determines the start and the end times of an alarm and 

sets the animation to begin slightly before the alarm was 

caused and sets it to end slightly after the causes for the 

alarm are no longer present. The animation is generated 

from the recorded RTLS data and known ground plan of 

the building that is under surveillance. The animated 

objects (e.g., persons, objects, areas) that are relevant to 

the alarm are marked with red colour. The animation 

can be played and replayed on users’ request. 

4.3 Video recording 

If video recording of the incident that caused an alarm is 

available (i.e., if the area where the incident took place 

is seen from at least one video camera) it is added to the 

alarm explanation. Since the location of the person that 

caused the alarm is known, the person in the video clip 

can be marked with a bounding rectangle. The video 

explanation is especially important if an alarm is caused 

by a person or object without a tag.  

 Looking at live video recordings is the usual way for 

security personnel to detect security risks. The natural 

language explanation, ground plan animation, and video 

recordings with embedded bounding rectangles 

produced by the CRH expert system indicate to which 

events and when they should pay their attention 

consequently relieving them of the tedious work. 

5 Conclusion 

In this paper the Commander’s Right Hand (CRH) 

Expert System is described. It is a part of the prototype 

of an intelligent surveillance system for assisting 

security personnel in guarding indoor high security 

areas. The CRH intelligent system uses real-time 

location system and a set of video cameras to monitor 

the movement of people and important objects. Based 

on the recorded movement, its software modules 

reasons about possible security risks and trigger the 

appropriate alarms.  

 The simplest but the most reliable and important 

module is the expert system. It does not suffer from the 

typical problems common to the learning modules/ 

algorithms, such as long learning curve, difficulty to 

learn from unlabeled data, high probability of false 

alarms, and the elusive balance between false negative 

and false positive classifications. In addition, it is 

capable of detecting vast majority of the predictable 

security risks, enables simple on-site customization of 

the CRH intelligent system according to specific users’ 

needs, is reliable, robust to noise, raises almost no false 

alarms, and offers comprehensible explanation for the 

raised alarms.  

 The explanations of alarms can have up to three 

parts. The first part that is always available is an 

explanation in natural language created by filling in the 

prepared explanations with data about a certain alarm. 

The second alarm explanation part is a ground plan 

animation generated from the RTLS data. The third part 

is a video recording with marked critical objects and 

regions. Ubiquitous intelligent surveillance produces the 

comprehensible alarm massages, which advise the 

security personnel to which events and when they 

should pay their attention consequently relieving them 

of the tedious work and enabling a high level of 

security. 
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