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Abstract 

The ratio of elderly to working-age population is increasing in recent years particularly in 

Europe, and the trend is set to increase in the decades to come. As a consequence, 

developed countries are facing social and financial problems. Economic problems emerge 

in terms of transferring financial resources to the elderly care instead of into new 

investments. Social problems appear in terms of a decrease in the quality of life for the 

elderly. As a consequence, successfully dealing with the increasing elderly population is 

one of the most pressing challenges facing our society. To cope with this situation, 

automatic intelligent health-monitoring systems are being developed. 

Human activity recognition is an essential part in these systems. Of particular 

importance is the detection of falling events. In severe cases falls may cause fractures. In 

addition to this, fear of falling leads to a loss of self-confidence, inability of independent 

living and a higher risk of morbidity and mortality. 

In this thesis we present an approach to fall detection with inertial and location 

sensors that exploits activity recognition to identify activities that may be the result of a 

fall. Activity recognition as a standalone task is also studied.  

Inertial and location wearable sensors/tags are combined. The inertial sensor consists 

of a 3-axis accelerometer and a 3-axis gyroscope. It measures a specific force or an 

angular rate along three axes. Location sensors provide the 3D location coordinates of the 

tag that is attached to the user. The combination of these wearable sensors/tags is 

expected to exploit the advantages of both systems and to give useful information about 

the user, which cannot be extracted by using only one type of sensors. 

Machine learning algorithms are used for activity recognition. For fall detection, the 

acceleration and the activities of the user are analysed. 

We examine the trade-off between the performance of the system on the one hand, and 

the burden of the sensors, i.e. the number, type and body placements. The goal for the 

final system is to be as non-intrusive as possible (only a few wearable sensors/tags), but 

to have a satisfactory level of performance. Therefore, an exhaustive (brute force) search 

was performed to analyse all the possible combinations of six inertial sensors and four 

location tags. 

The evaluation of the algorithms was performed on a special test scenario by applying 

all the sensors/tags at the same time. The scenario was created after consultations with 

medical experts. It includes several events of falling and several non-fall events that can 

be misrecognised as falls.  

 The results showed that the system that uses two types of sensors (inertial and 

location) outperforms the system that uses only one type of sensor. Also, a small number 

of sensors/tags (i.e., two or three) is sufficient to achieve the desired level of performance. 
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Povzetek 

Razmerje med starejšimi in delovno sposobnim prebivalstvom v zadnjih letih narašča, 

še posebej v Evropi, in pričakovati je, da se bo v prihodnosti to nadaljevalo. Države 

razvitega sveta se zaradi tega soočajo s socialnimi in ekonomskimi težavami. Finančne 

težave nastajajo zaradi preusmeritve denarja v oskrbo starejših na račun novih investicij. 

Socialne težave pa nastajajo zaradi poslabšanja kakovost življenja starejših. Posledično je 

oskrba vedno večje populacije starejših eden ključnih izzivov današnje družbe. 

Pomemben način spopadanja z njo je s pomočjo inteligentnih sistemov za samodejno 

spremljanje zdravstvenega stanja starejših. 

Prepoznavanje človeških aktivnosti je ključni del tovrstnih sistemov. Posebej važno pa 

je prepoznavanja padcev. V hujših primerih so posledice padcev zlomi ali vsaj 

povzročitev strahu  pred ponovnim padcem, ki ima za posledico izgubo samozavesti in 

možnosti samostojnega življenja ter poveča verjetnost obolevnosti in smrti. 

V magistrskem delu predstavljamo zaznavanja padcev z inercialnimi in 

lokacijskimi senzorji, ki vključuje prepoznavanje aktivnosti, ki bi utegnile biti 

posledica padca. Ukvarjamo se tudi s prepoznavanjem aktivnosti kot samostojno nalogo. 

Preizkusili smo različne kombinacije inercialnih senzorjev in lokacijskih značk. 

Inercialni senzor je sestavljen iz triosnega pospeškomera in triosnega žiroskopa, ki merita 

pospešek in kotno hitrost v treh med seboj pravokotnih smereh. Lokacijski senzorji 

zaznavajo 3D koordinate značke, ki je pritrjena na uporabnika. Kombiniranje obeh vrst 

senzorjev omogoča izkoriščanje prednosti obeh vrst senzorjev in nudi popolnejšo 

informacijo o uporabniku, ki je ni mogoče dobiti iz ene same vrste senzorjev. 

Za prepoznavanje aktivnosti smo uporabili strojno učenje. Padce zaznavamo s 

pomočjo pospešekov in analize aktivnosti uporabnika. 

Preučili smo razmerje med kakovostjo zaznavanja padcev in prepoznavanja aktivnosti 

ter vrsto in mestom senzorjev/značk na telesu. Idealen sistem je nemoteč (malo 

senzorjev/značk), a še vedno dobro zaznava padce. Za preučitev tega razmerja smo 

preizkusili vse kombinacije šestih inercialnih in štirih lokacijskih senzorjev/značk. 

Za vrednotenje sistema smo uporabili poseben scenarij, ki vključuje vseh deset 

senzorjev/značk in je bil pripravljen z zdravniško pomočjo. Vsebuje različne vrste padcev 

in dogodke, ki jih je lahko zmotno prepoznati kot padce.  

Rezultati kažejo, da sistem z obema vrstama senzorjev (inercialnimi in lokacijskimi) 

deluje bolje od sistema z eno vrsto. Že malo senzorjev/značk (dva ali trije) je dovolj za 

dobro delovanje. 
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Abbreviations 

A/P  = Activity/Posture 

A/PR  = Activity/Posture Recognition 

AR  = Activity Recognition 

ARM   =   Activity Recognition Module 

AAL  =   Ambient Assisted Living 

AmI  =   Ambient Intelligence 

RFID  = Radio-Frequency Identification 

ECG   = Electrocardiography 

EEG  =  Electroencephalography 

GPS   = Global Positioning System 

UWB  =  Ultra-wideband 

IMU  = Inertial Measurement Unit  

MEMS  =  Microelectromechanical systems 

RTLS   = Real Time Location System  

RMS   = Root Mean Square 

STD   = Standard Deviation  

AVC   = Acceleration Vector Changes 

AV  = Acceleration Vector  

AVV   = Angular Velocity Vector 

ML  =  Machine Learning 

TP  = True Positives 

TN  = True Negatives 

FP  = False Positives 

FN  = False Negatives 

p.p.  = Percentage Points 

F1  = F-measure 

RF  = Random Forest 

DT  =  Decision Tree 

KNN  = K-Nearest-Neighbours  

SVM  =  Support Vector Machine 

NB  = Naive Bayes  

WEKA =  Waikato Environment for Knowledge Analysis 

 

 

 

 



XII Abbreviations 

 

 



 1 

 

 

1 Introduction  

The elderly population in the world is constantly increasing. According to [1], Europe has 

17 of the top 20 countries with the highest median ages in worldwide national 

populations. Nearly 14% of the EU population is over 65, and this figure is expected to be 

25% by 2020 [2]. By then Europe will have 80 million elderly citizens, who should 

continue to play an active role in society, despite the limitations that the ageing process 

often brings. This increase in the elderly population causes the ratio of workers to elderly 

people to decline, causing financial and economic problems in terms of transferring 

financial resources to care for the elderly [3]. It is a fact that as people age, their 

healthcare expenses increase significantly [4]. These expenses also raise the fear in the 

individual of not being able to afford a decent nursing help. 

Improving the quality of life of Europe‟s increasingly elderly population is one of the 

most pressing challenges facing our society today. To cope with this situation, automatic 

intelligent health-monitoring systems are being developed. These systems provide an 

inexpensive way of obtaining the information needed to give efficient and accurate care. 

Besides being cost effective, these systems should also provide support to the elderly to 

maintain their independence and allow them to live longer in their own homes. 

Additionally, these systems should provide self-confidence to the elderly thereby 

allowing active and independent life, despite their age limitations. This will result in a 

high quality of life for the elderly and delay the transition to costly care facilities [5]. The 

European FP-7 project Confidence was designed to address these issues, and the research 

in this thesis was conducted for this project.  The aims of the project are the development 

and integration of innovative technologies in order to detect abnormal events such as falls 

and unexpected behaviours, related to the health problems of elderly people.   

Activity recognition is an essential part of the Confidence project and also in ambient 

assisted living (AAL) and ambient intelligence (AmI) systems. Furthermore, the detection 

of fall events is of great importance, especially for older people. The fall injuries in severe 

cases may be fractures and may cause trauma, which influence the health and functional 

status of elderly people.  This leads to a loss of self-confidence, losing independence and 

a higher risk of morbidity and mortality. Falls can be conceptually analysed as a rapid 

postural change from an upright to a lying position on the ground, or some lower level as 

a consequence of sustaining a violent blow, loss of consciousness, sliding from a chair, 

and the sudden onset of paralysis as in stroke or an epileptic seizure.  

The purpose of this thesis is to investigate the sensor configuration in order to achieve 

sufficient performance for activity recognition and fall detection.  Our approach includes 

wearable sensors/tags that are attached to the user‟s body. The final idea is to have 

accurate fall detection and therefore raise an alarm, so the person is not left on her/his 

own. The activity recognition improves the level of fall detection by detecting the user's 

activities and body postures thus providing information about the activity of the user. 

There are two important aspects for designing an activity recognition and fall detection 

system. First is the type of the sensors that will be used. In our study we combined inertial 

and location sensors. The combination of these sensors takes the advantages of both 

systems and gives new, better information about the user that cannot be extracted by 

using only one type of sensor.  
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The second aspect is the placement of the sensors/tags on the human body. We should 

note here that the wearable hardware for the inertial system is named sensor, but for the 

location system it is named tag (further explanation is given in Section 2.2). The final 

system will be installed inside a private house of a person; therefore, it is important to 

evaluate how intrusive the user experiences the sensors/tags. In our approach the 

sensors/tags need to be worn on the body, and some placements might be considered 

inconvenient by the user. Therefore, we examine six placements for the inertial sensors 

and four for the location tags. This gives an overview of which body placements are the 

most suitable for our research. It also provides helpful information for future studies.  

The inertial system used in this research is not a good example of non-intrusive 

system, but it is a good starting point. In fact, there are similar commercial inertial 

systems which use completely wireless communication [6]. 

The main goal of the thesis is to examine the trade-off between the performance of the 

system and the sensors/tags: number, type and body placements. The final system must be 

as non-intrusive as possible (only a few wearable sensors/tags), but must still achieve 

satisfactory performance. Therefore, an exhaustive (brute force) search was performed to 

analyse all the possible combinations of sensors/tags.  

Two hypotheses are proposed in our research: 

 A system that uses two types of sensors (inertial and location) will outperform 

a system that uses only one type of sensors.   

 A small number of sensors/tags (two or three) will make it possible to achieve 

over 95% accuracy in complex (real-world) tests.  

In the next section we give some background information and a description of the two 

problems: activity recognition and fall detection. A systematic review of the related work 

is given in Chapter 7. 

1.1 Problem Description 

1.1.1 Activity/Posture Recognition 

Human activity/posture recognition can generally be defined as a process of recognizing 

activities/postures. The next two definitions give brief descriptions of the terms activity 

and posture. 

 Activity is any body movement produced by skeletal muscles that result in 

energy-expenditure [7]. Activities can be of any kind; from more complex: 

cooking, jogging, brushing teeth, etc. to more basic: walking, sitting, etc. 

 Body postures are defined as different positions of the human body, thus the 

configuration of the body. 

In this thesis we study the basic activities that also can be reinterpreted as body 

postures. The target activities that are studied in this thesis are: 

 standing,  

 sitting,  

 lying,  

 sitting on the ground,  

 on all fours, 

 going down,  

 standing up.  
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By analyzing the target activities we can see that some of them are in fact body 

postures. This is the reason why our activity recognition can be reinterpreted as 

activity/posture (A/P) recognition. But, because in the literature activity recognition is 

widely accepted phrase, throughout the thesis we use the phrase activity recognition.  

The goal of activity recognition is to determine the actions or the states of one or more 

people through the analysis of sensor data from ambient sensors or wearable sensors. 

Ambient sensors are particularly useful for monitoring environments in which multiple 

people move (cameras, humidity sensors, temperature sensors, RFID readers, etc.). On the 

other hand wearable (body-worn) sensors (accelerometers, gyroscopes magnetometers, 

location sensors, pedometers, ECG, EEG, etc.) can be used to monitor one person and 

classify his or her actions. Because in this thesis we were focused on one person, we 

implemented a system that is using wearable sensors. In fact, we used two types of 

sensors: inertial (accelerometer and gyroscope) and location. The inertial sensors 

consisted of a 3-axis accelerometer and a 3-axis gyroscope. It measured specific force or 

angular rate along three axes. Location sensors provide the 3D location coordinates of the 

tag that is attached to the user.  

In addition to the type of sensors, another important aspect is the sensor placement. 

Sensor placement refers to the locations where the sensors are placed, and how the 

sensors are attached to those locations. Wearable sensors can be placed on different parts 

of a human body depending on the activities being studied. In many cases, it is necessary 

to measure the whole body movement. Therefore, the sensors are commonly placed on 

the chest [8], lower back [9], waist [10], thighs, [11] and ankles [11]. In accordance with 

the target activities in our research, we decided to analyse six body placements for the 

inertial system: chest, waist, thighs (left and right) and ankles (left and right); and four 

placements for the location system: chest, waist and ankles (left and right). We were 

interested in finding the best sensor combinations for both types of sensor. 

1.1.2 Fall Detection 

Fall detection is an important task of AAL and AmI, especially for older people. About 

20% of all the fall accidents that involve the elderly require critical medical attention [12]. 

Hence, falling is one of the most common causes of injury for elderly people. Some of the 

falls can lead to serious injury, such as head injury, bone fracture and so on [13]. 

Sometimes falls can injure not only physically, but also „psychologically‟. The problem 

of falling becomes more important for elderly people living alone because they cannot 

easily call for emergency medical help. With our fall detection approach we are aiming at 

accurate fall detection and raising an alarm, so the person is not left on her/his own. This 

is performed by analyzing the acceleration, location and the recognized activity of the 

person.  

A typical problem with an evaluation of the fall detection algorithms is the data (test 

scenario). Most of the researchers inspect only fast falls. These falls are almost trivial to 

detect when using the acceleration signal. A bigger challenge is to detect complex fall 

events that do not have a big acceleration, and to distinguish them from non-fall events 

that have a big acceleration. In our research we were interested in the detection of several 

types of fall events:  

 Fast fall (Tripping). This fall is performed in different ways. The user was 

given the freedom to perform the fall in his/her own way: falling forward, 

backward or to the sides. 

 Slow fall (Fainting). Person is losing consciousness and slowly falling on the 

ground (trying to hold onto furniture).  
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 Falling when trying to stand up. Person is trying to stand up from a chair, but 

has difficulties (losing consciousness) and falls on the ground ending up by 

sitting on the ground.  

 Sliding from a chair.  Person is sliding from a chair and ends up sitting on the 

ground. 

We were also interested in several types of non-fall events including some events that 

are difficult to distinguish from fall events: 

 sitting down on a chair, 

 lying down on a bed, 

 quickly lying down on a bed, 

 quickly sitting down on a chair, 

 searching for something on the ground.  

All these events were included in a special scenario for testing which is thoroughly 

discussed in Section 6.1. 

1.2 The Confidence project 

This thesis was part of the research conducted for the European FP-7 project Confidence 

[15]. The goal of this project is to create a ubiquitous care system to support independent 

elderly living. It should provide an inexpensive way of obtaining the information needed 

to give efficient and accurate care of elderly. Moreover, it aims to develop and integrate 

innovative technologies in order to detect abnormal events such as falls and unexpected 

behaviours that are related to the health problems of elderly people. 

The Confidence system is divided into three main subsystems: 

 Hardware subsystem: This subsystem represents the hardware and the protocols of 

collecting the data.  

 Reconstruction and Interpretation subsystems. These subsystems are further 

divided into four subsystems:  

o Localization subsystem: This subsystem relies on radio technology and 

performs two tasks: identification and localization of the tags. It provides 

the position of each tag with an accuracy of a few centimetres.  

o Reconstruction subsystem: This second subsystem receives the estimates 

of the positions of the tags and generates a model of the user and the 

environment. One of the main features of this subsystem is the activity 

recognition. 

o Interpretation subsystem: The third subsystem interprets this data to make 

a decision about the situation. This subsystem is provided with 

“intelligence”, so that it can learn from the user‟s habits and help to detect 

early symptoms of illness. Fall detection is an essential component of this 

subsystem. 

o System interface subsystem: The fourth subsystem is the system interface 

that is responsible for the user interface, system setup and alarm handling. 

It should be user friendly, easy to use and easy to understand. 

 Communication (Alarming) subsystem. This subsystem is represented by the 

communication unit (i.e. mobile device) that should contact the caregiver in the 

case of detecting an alarming situation. 
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The Confidence system is able to reconstruct the user‟s activity and movement, 

recognise abnormal situations, and raise an alarm if a critical situation such as a fall is 

detected. It also is able to detect changes in the user‟s behaviour that indicates a health 

problem and issue a warning. For instance, if the system notices changes in the user‟s gait 

that may indicate a lack of stability, it will warn the user about an increased risk of 

falling, and prevent an accident. The system also detects changes in behaviour over longer 

periods of time, e.g., if an increased danger of falling appears with time. In this case it 

will warn the user so that he/she can start walking with a cane or a walker. 

The initial system was developed by using only location sensors. In the later stage of 

the project the inertial sensors were also included. Because each of the systems has 

advantages and disadvantages, we decided to combine them and to find the best 

combinations of sensors/tags. At the beginning this was just one ordinary idea, which 

later evolved as a research for this master thesis. 

1.3 Thesis Outline 

The reminder of the thesis is organised as follows: 

In Chapter 2 the sensor equipment is described. The complete inertial and location 

systems with their specifications are described. 

In Chapter 3 the architecture of the final system developed for this master thesis is 

presented along with its modules. Each module of the system is explained further.  

The preprocessing of the data is described in Chapter 4. This chapter is divided into 

several parts. First, the raw data of the sensors is explained. Then the process of filtering 

and finally the process of attribute computation.  

Next, in Chapter 5 the methods used for both activity recognition and fall detection 

are presented.  

Then in Chapter 6 we give the evaluation of the results from different experiments 

performed in this research. First the experimental data is explained. Then the results for 

both problems are presented and at the end a thorough discussion is provided.  

In Chapter 7 we give an overview of the related work in the field of activity 

recognition and fall detection. Several approaches using different types of sensors are 

discussed and some higher level comparison of the results is presented.  

Finally, in Chapter 8 a short summary of the thesis, contributions and ideas for future 

work are presented. 
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2 Sensor Equipment 

2.1 Inertial System − Xsens 

Inertial sensors usually include accelerometers and gyroscopes (commonly abbreviated to 

gyros). An accelerometer measures acceleration (force) and a gyroscope measures angular 

velocity, both without an external reference. Devices that measure the linear velocity, 

acceleration, or angular velocity of an object with respect to some features in the 

environment are not inertial sensors [17]. Most accelerometers as well as gyros measure 

specific force or angular velocity along a single sensitive axis. An inertial measurement 

unit (IMU) combines multiple accelerometers and gyros, usually three of each, to produce 

a 3D measurement of specific force and angular velocity. 

The current development of inertial sensors is focused on MEMS (Micro-Electro-

Mechanical Systems) technology. This technology enables sensors to be mass produced at 

low cost. MEMS sensors are small, light and can handle much greater shocks than 

conventional mechanical designs. The most common industries that use this kind of 

equipment are the automobile, marine and aviation industries. MEMS technology opened 

the door for the everyday entertainment industry as well. Therefore, recently, these 

sensors are implemented in game consoles (Nintendo Wii, Xbox and PS3) and in almost 

every smart-phone device.  

The inertial sensor equipment that was used in our research consists of six wearable 

Xsens-MTx sensors (Figure 1) and an Xbus Master unit (Figure 2) [18]. The Xsens-MTx 

is a complete MEMS inertial measurement unit (IMU) with an integrated 3-axis 

accelerometer and a 3-axis gyroscope. These components are described in Subsections 

2.1.1and 2.1.2. 

 

Figure 1: Inertial sensor:  Xsens-MTx. 

 

Figure 2: Inertial Sensor:  Xbus Master. 

All six inertial sensors are interconnected with one main unit: Xbus Master (Figure 3). 

The Xbus Master is a portable device that controls multiple Xsens-MTx on the Xbus - 

Xsens' digital data bus system. The Xbus Master samples digital data from the Xsens-

MTx and supplies them with power. This unit is the main communication centre that 

collects the data from all the sensors and is connected to a PDA or PC through a USB 

cable or Bluetooth wireless communication. In our case we used a Bluetooth connection, 

because we needed the person to be able to move freely around the room.   

   

Xbus 

Master 
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The technical specifications of each inertial unit are given in Table 1.  

Table 1: General technical specifications of the Xsens-MTx-49A. 

Serial Number MTx-49A##G## 

Communication Interface  Serial digital (RS-485, Xbus)  

Additional Interfaces Analogue Input  

Voltage 4.5−30 V  

Power consumption 

(AHRS/3D orientation mode)  

350 mW  

Temperature Operating Range −20°C to 55°C  

Outline Dimensions 38 × 53 × 21 mm  (W × L × H)  

Weight 30 g  

 

 

          

Figure 3: Inertial sensors connection. 

The technical specifications of the Xbus master are given in Table 2.  

Table 2: Technical specifications of the Xbus Master. 

Max number of MTx's 10 

Type of MTx's MTx Xbus version (MTx-49A##G##) 

Sampling frequency Adjustable from 10 to 512 Hz (max 

depends on number of MTx's) 

Sampling frequency in our 

configuration 

10 Hz (6 × MTx, calibrated data output, 

Bluetooth mode) 

Operating voltage 4 V to 12 V 

Batteries 4 × AA (included) 

Minimum battery powered operating 

time  
2.5 hr (6 × MTx, Bluetooth mode) 

Power Adapter (EU, UK, US) 6 V DC 1 A 
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2.1.1 Accelerometer 

To provide a clear understanding of the basic principle of a simple accelerometer, we 

explain it with Figure 4 [17]. An object (proof mass) is attached to a case with two sprigs. 

The proof mass can move with respect to the case along the accelerometer's sensitive axis, 

restrained by springs. A pickoff measures the displacement of the mass with respect to the 

case. When an accelerating force is applied, because of the inertia the proof mass will 

move to the other side and stretch the spring. Stretching and compressing the springs 

alters the forces they transmit to the proof mass from the case. The resultant position of 

the proof mass with respect to the case is proportional to the acceleration applied to the 

case. By measuring this with a pickoff, an acceleration measurement is obtained. 

 
Figure 4: A simple mechanical accelerometer [17]. 

A 3-axis accelerometer is a sensor that returns a real-valued estimate of the 

acceleration along the axes x, y and z. It measures the acceleration and output the 

projections of the acceleration vector represented in a 3D coordinate system. In Figure 5 

an accelerometer with its coordinate system is presented. Because of the Earth‟s gravity, 

all objects experience a gravitational pull towards the Earth‟s centre. When the 

accelerometer is at rest, the only force that is affecting the sensor is the Earth‟s gravity. 

The acceleration unit of the pull is referred to as g or g-force. Consequently all objects are 

subject to 1 g acceleration. Figure 6 shows the accelerometer with its coordinate system 

and the g-force that is influencing it. This information about the g-force is of great interest 

to us. Using the gravity component we can find out the orientation of the sensor (e.g. 

vertical, horizontal), which enables us to distinguish between different activities (e.g. 

standing, lying).  

 

 
Figure 5: Sensor-specific 3D coordinate 

systems. 

 
Figure 6: Earth-specific and sensor-specific 3D 

coordinate systems, and the Earth's gravity. 
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2.1.2 Gyroscope 

A gyroscope or gyro is a device for measuring or maintaining orientation, based on the 

principles of the conservation of angular momentum. Part of Newton‟s second law of 

dynamics states that the angular momentum of a body with respect to inertial space will 

remain unchanged unless acted upon by a force. Moreover, it will keep the original 

direction of its rotation axis, no matter which way the sensor is turned. 

A simple mechanical gyroscope is shown in Figure 7. It consists of an electric motor to 

spin a small disc (rotor) that can pivot on one axis and has springs to return it to the 

centre. The rotor is mounted to spin about one (spin) axis and is connected with the inner 

gimbal (ring). When the gyro is moved about the axis that it is sensitive to, the spinning 

disc tilts and this tilt is measured. In Figure 8 a MEMS gyroscope is shown. This is the 

type of gyro that is implemented in Xsens inertial sensors. It measures the angular 

velocity of the sensor in three directions. 

 

Figure 7: Simple mechanical gyroscope [19]. 
 

 

Figure 8: MEMS 3D gyroscope with rotation 

axes [20]. 

 In general, gyroscopes are being used in compasses, aircraft, computer pointing 

devices, etc. In recent years, they have been introduced into consumer electronics. Since 

the gyroscope allows a calculation of the orientation and rotation, designers have 

incorporated them into modern technology. The integration of the gyroscope has allowed 

more accurate recognition of the movement within a 3D space than the previous single 

accelerometer within a number of smart phones. The data received from this module is 

the angular velocity of the sensor. It is useful in the activity recognition because of the 

estimation of the sensor orientation and rotation. 

The technical specifications for the Xsens-MTx accelerometer and gyro are given in 

Table 3. 

Table 3: Technical specifications of the Xsens-MTx gyroscope and accelerometer. 

  Gyroscope Accelerometer 

Unit  deg/s m/s
2 

Dimensions  3 axes 3 axes 

Full Scale  [units]  +/−300 +/−50 

Linearity  [% of Full scale]  0.1 0.2 

Bias stability  [units 1σ] 1 0.02 

Scale factor stability  [% 1σ] - 0.03  

Noise density  [units /√Hz]  0.05 0.002 

Alignment error [deg]  0.1  0.1  

Bandwidth  [Hz] 40 30 

A/D resolution  [bits]  16 16 
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2.2 Location System − Ubisense 

Ubisense is a real-time location system (RTLS). This system is used to track subjects 

indoors which cannot be achieved with the GPS (Global Positioning System) technology. 

We installed the system in one experimental room. The system includes four location 

sensors fixed on each wall of the room and four location tags attached to the user‟s 

clothes (Figure 9). 

We should note here that the wearable hardware for the inertial system is named 

"sensor" and for the location system is named "tag". The reason for this is that location 

sensors are actually the sensors that are fixed in the experimental room and the user 

wearable hardware is called a tag (shown in Figure 9).  

The location tags transmit Ultra-wideband (UWB) radio signals to the network of four 

fixed sensors, which use the incoming signals to exactly locate the tags' positions. The 

system computes the tag coordinates which are relative to the room where the system is 

installed.  

 

Figure 9: Ubisense Location System installed in the experimental room. 

The tags that were used in our research are Series 7000 Compact Tags. One tag is a 

small device that, when attached to something or worn by a person, allows them to be 

located to an accuracy of 15 cm (and sometimes to 1 m) in 3D in real-time. In addition, it 

includes additional features such as an LED for easy identification, a motion detector (to 

activate a stationary tag) and a click button to trigger events. In our case we used the 

button to activate the tags from sleep mode. 

Ubisense tags employ dual-radio architecture. In addition to the one-way UWB radio 

used for tracking, tags have a conventional bi-directional 2.4 GHz radio for control and 

telemetry. The two-way communication capability allows the Ubisense system to 

dynamically manage the tag's update rate, flash the tag's LED, report the battery status 

and button presses. 

The low current consumption and power-management techniques result in long battery 

lifetimes. In our application, the tag updates its position ten times a second and battery 

lifetime is over one month.  

The technical specifications of the location tag are presented in Table 4. 

 

Ubisense System 

Wall mounted 

Ubisense Sensors 

Ubisense 

Tag 

Bed 

5cm 



12 Sensor Equipment 

 

Table 4: Technical specifications of the Ubisense tag. 

Size and Weight 
Dimensions: 38 mm × 39 mm × 16.5 mm  

Weight: 25 g 

Temperature  −20°C to 60°C (−4°F to 140°F) 

Enclosure Standard: IP63 

Update Rate 0.00225 Hz up to 33.75 Hz (depends in the tag number) 

Peripherals 
LED (application controllable), Push button (application 

controllable), Motion detector 

Radio Frequencies 
Ultra-wideband: 6−8 GHz, Telemetry channel: Narrow-band 2.4 

GHz 

Power Supply 3 V coin cell (CR2477) 
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3 Final System Architecture 

This chapter describes the architecture of the final system that was used in this master 

thesis research. In fact, the final system combines the inertial and the location system and 

provides the solutions to the problems of activity recognition and fall detection. Figure 10 

shows how the sensors/tags are attached to the user. Also the communication protocols 

are shown (e.g. UWB, Bluetooth, Ethernet cable) and how the data is labelled and saved 

into a database. The green lines show the intelligent part of the system. This part is 

consisted of data preprocessing techniques, machine learning algorithms, etc. At the end 

the final tasks of activity recognition and fall detection are shown. In the next paragraphs 

each of these modules is further explained. 

 

Figure 10: System architecture. 

First the sensors/tags are attached on the user's body. Four location tags were placed 

on the chest, waist, ankle right and ankle left (Figure 11). The number of tags (i.e. 4) was 

chosen due to the limitations of the Ubisense hardware. The lowest acceptable sampling 

frequency for the Confidence project was 10 Hz. Therefore we tested several scenarios 

with Ubisense tags. The tests showed that four tags achieve the highest sampling 

frequency of 9−10 Hz. Adding more tags decreased this frequency. Therefore we decided 

to use four tags in the process of further evaluation. Ten inertial sensors were placed on: 

chest, waist, thigh left, thigh right, ankle left, ankle right, arm left, arm right, wrist left 

and wrist right (Figure 12). But, we were interested only in six sensor placements 

excluding the arms and wrists sensors. The reason for this was the target activities which 

were very basic (explained in Subsection 1.1.1). The data from the arm and wrist sensors 

do not give useful information for these target activities. Also some preliminary tests 

were performed and we concluded that these sensors attached to the arm and wrist only 



14 Final System Architecture 

 

confuse the classification model, lead to wrong classification rules and are not suitable 

placements for activity recognition.  

 

 

Figure 11: Location tags body placements. 

 

Figure 12: Inertial sensors body placements. 

Both systems (inertial and location) use wireless communication. The inertial sensors 

communicate directly with the computer through Bluetooth. The location tags 

communicate through Ultra-wideband signals with the location sensors fixed on the walls 

of the room. These location sensors are connected to the computer with a network cable. 

This enables the user to freely perform the predefined scenario in the experimental room.  

The data is sampled at the same frequency (i.e. 10 Hz in our experiments) for easier 

synchronization. Once the data is received on the computer, it is parsed and saved into 

two separate databases (inertial data and location data). Together with the raw data, the 

activity annotation is also saved into the database. Therefore, each data sample is labelled 

with the corresponding activity. The labelling is performed by a person that labels the 

next activity each time the user changes his/her activity. The sequence of the activities is 

predefined in one test scenario (described in Subsection 1.1.2). This process of online-

manual data labelling is not perfect and small delays in the labels can appear. Therefore, 

successive activities (e.g. standing → going down → lying) may have some samples 

mislabelled at the beginning and at the end of each activity. This can affect the 

recognition accuracy, especially for short activities (going down or standing up) that do 

not have lots of samples. In addition, the border between two successive activities is to 

some degree subject to interpretation. 

The next step is the analysis of the data by the Confidence application prototype 

(Figure 13). This is an application developed for the Confidence project and was also 

used in our research. This application reads the data from the two databases (inertial data 

and location data) and combines these two types of data by synchronizing the timestamps 

and creating one snapshot. This snapshot is a data structure that contains the data from 

both systems. Because of the synchronization and a non-constant data sampling rate 

(especially from the location sensors), the final data frequency is 6 Hz (six snapshots per 

second).  This is not a high frequency, but it gives enough information for our final goal 

and makes the system more compact and portable, even for devices with low memory and 

a low processing power. Further details about the data analyzed for this research are given 

in Section 6.1.  

After the construction of the snapshot, next steps are the data preprocessing techniques 

and the implementation of the final activity recognition and fall detraction algorithms. All 

the methods and algorithms are described in Chapter 5 and are implemented in the 

Confidence application prototype.  

In Figure 13 all the modules developed for the Confidence project are shown. A brief 

explanation of each panel is given in the following list: 
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 panel 1 shows the location of the tags in the room (top view), 

 panel 2 shows the side view of the tags, 

 panel 3 represents the real-time recognised activity, 

 panel 4 is activated if some alarm situation is detected (e.g. a fall), 

 panel 5 shows a video recording. This video recording is saved, thus it can be 

reused afterwards (offline), 

 panel 6 shows the ground histogram of the tags in the room,  

 panel 7 shows the current tag situation (working or not working), 

 panel 8 is a monitor of the queues (software modules) used in the application,  

 panel 9 represents the statistics of the user's walking signature, 

 panel 10 is the output console of the application, 

 panel 11 shows the inclination angle of the chest inertial sensor, 

 panel 12 shows an interpretation of a portable device, which should alarm the 

care giver in case of alarming situation. 

 

Figure 13: Confidence application prototype. 
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4 Data Preprocessing 

Data preprocessing was probably the most challenging part of our research. The reason 

for this was the noise in the raw data and the computation and selection of only the most 

relevant attributes. The first step towards the final solution was, understanding the raw 

data from both systems. After this, because the data is received from sensors (which 

usually mean noisy data), some filtering techniques were applied. Final step was the 

attribute computation step. Finding the appropriate attributes that will describe the user‟s 

behaviour was of particular interest. The behaviour needs to be represented by simple and 

general attributes, so that the algorithm using these attributes will also be general and 

work well on behaviours different from those in our scenario.  

4.1 Inertial Sensors Data 

4.1.1 Raw Data 

4.1.1.1  Accelerometer 

As described in Subsection 2.1.1, a 3-axis accelerometer measures the acceleration and 

outputs the projections of the acceleration vector represented in a 3D coordinate system. 

Figure 14 shows a 3-axis accelerometer at rest. Figure 15 shows the raw data measured by 

this accelerometer. 

 
Figure 14: 3-axis accelerometer at rest. 

 
Figure 15: Raw data of an accelerometer at rest. 

In the example data we can clearly see the g-force measured by the sensor. A little 

confusing is that the measured acceleration vector is directed upwards (positive value for 

the z axis), even though the gravitational force pulls downwards.  The following example 

explains the reason. All objects are subject to the Earth's gravity. That means that only 

when the accelerometer is in free fall it will measure a value of zero. Even though its 

speed is increasing, it is in an inertial frame of reference, in which it is weightless. When 

the accelerometer is at rest, for instance, if one puts an accelerometer on a table, the z axis 

accelerometer (vertical) will measure 1 g upwards. The accelerometer is not measuring 

gravity, but the force of the table on the body that counteracts gravity. 

m/s
2 

time
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4.1.1.2  Gyroscope 

The data received from the gyro represents the angular velocity of the sensor. In general 

the velocity is the speed at which the position is changing; the angular rate (velocity) is 

nothing more than the speed at which the angle is changing. Therefore: 

dα = angular_rate = gyroscope_output [deg/s],    (1) 

where α is the angle. The other way around it will be: 

∫ angular_rate = ∫ gyroscope_output = α [deg].    (2) 

A simple sensor-rotation example is given in Figure 17. The sensor rotation is mainly 

along the y axis; therefore, the value for this axis has more changes than the values of the 

other axes.  

 
Figure 16: 3-axis gyroscope in movement. 

 
Figure 17: Raw data of a gyroscope in 

movement. 

The data from this sensor is useful in activity recognition because of the estimation of 

the sensor orientation and rotation. It is especially useful in activities that include rotation 

of some of the sensors. These kinds of activities are the transitional ones: going down and 

standing up. Therefore, this sensor will have some changes in values only when it has a 

rotation in the 3D space. 

4.1.2 Filters 

4.1.2.1  Low-Pass 

Depending on the purpose of measurement, some signal frequencies may be of greater 

interest than others. There are several techniques that perform signal filtering. For 

instance, there is a technique that allows only the low-frequency variations to pass 

through the filter, and other signals with frequencies higher than the cut-off frequency are 

reduced [21]. Electrical engineers call this type of filter a low-pass filter. A simple low-

pass filter is a smoothing function, which produces a time series in which the importance 

of the spectral components at high frequencies is reduced. In other words, the filtered 

signal is smoother and less dependent on short changes. A sample of the implemented 

low-pass filter on the acceleration signal is given in Figure 18. 

deg/s
2 

Gyro_Y
 

Gyro_X
 

Gyro_Z
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Figure 18: Raw vs. low-pass filtered data during different activities. 

For the activity recognition task one of the most important features is the sensor 

orientation. Therefore we had to use techniques that will filter out the portion of the 

acceleration data caused by gravity from the portion of the data that is caused by motion 

of the device. To do this, we used a low-pass filter to reduce the influence of sudden 

changes on the accelerometer data. The resulting filtered values then reflect the more 

constant effects of gravity. Actually with the low-pass filter we isolated the gravity 

component from the acceleration data. 

Algorithm 1 shows the version of the low-pass filter that we use in our research. It uses 

a low-value filtering factor to generate a value that uses 20% of the unfiltered acceleration 

data and 80% of the previously filtered value. This factor was chosen empirically. High 

values for this parameter were tested (i.e. 0.8, 0.9), because we were more interested in 

the low-passed values (gravity component). As shown with the sample code below, the 

previous values are stored in the PreviousDataSample 3D vector and the current values 

are stored in the CurentDataSample 3D vector. Because the acceleration data comes in 

regularly, these values settle out quickly and respond slowly to sudden but short-lived 

changes in the motion. 

Algorithm 1: Algorithm for Low-Pass Filter.  

alpha = 0.8 

LowPassFilter  BEGIN 

 LowPassedValue_X = alpha × PreviousDataSample_X + (1 − alpha) × CurrentDataSample_X 

    LowPassedValue_Y = alpha × PreviousDataSample_Y + (1 − alpha) × CurrentDataSample_Y 

    LowPassedValue_Z = alpha × PreviousDataSample_Z + (1 − alpha) × CurrentDataSample_Z 

LowPassFilter END 

4.1.2.2  High-Pass 

It is also possible to filter a series such that the low-frequency variations are reduced and 

the high-frequency variations are unaffected. This type of filter is called a high-pass filter 

[21]. This is especially important in the acceleration data, in which this filter allows us to 

eliminate the gravity component and take into consideration only the isolated sudden 

changes in acceleration. A sample of this high-pass filter, moreover the elimination of the 

gravity component, is shown in Figure 19.   

m/s
2 

Activities
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Figure 19: Raw vs. high-pass filtered data during different activities. 

Algorithm 2 shows the version of a high-pass filter that we used in our research. It uses 

the previously calculated low-pass value (gravity component) and simply extracts the 

gravity component out of the current value. The result is saved in the HighPassedValue 

3D vector. 

Algorithm 2: Algorithm for High-Pass Filter.  

HighPassFilter BEGIN 

 HighPassedValue_X = CurrentDataSample_X − LowPassedValue_X  

    HighPassedValue_Y = CurrentDataSample_Y − LowPassedValue_Y  

    HighPassedValue_Z = CurrentDataSample_Z − LowPassedValue_Z  

HighPassFilter END 

Including these two filters is of great importance. First of all, we are dealing with 

sensor data samples and those can be very noisy. Another reason for including filters is 

the improvement in the signal values for the activity recognition and fall detection. After 

processing the data with low-pass filter, the signal is smoother, more stable and with 

fewer changes. Also for the transitional activities it gives a better, smoother signal. It 

should be noted that the low-pass filter is not useful for the detection of fall events based 

on acceleration values and threshold. The reason for this is that by using the low-pass 

filter we lose the information about the high acceleration (the peak on the graph). The 

low-pass filter is used only for the activity recognition task and the high-pass filter for the 

fall detection task. Because the data is sensory, and therefore noisy, both the 

accelerometer and gyroscope raw data is filtered.  

4.1.3 Attribute Computation 

This subsection describes the process of computing the attributes. These attributes are 

later combined to create the final attribute vector which is used in the machine learning − 

classification stage. All the attributes are computed by using the technique of overlapping 

sliding windows. This technique is described in the following paragraph. 

Overlapping Sliding Window Technique 

 Sliding windows is a common approach to solving the problem activity recognition. The 

reason for this is the high data sampling frequency of the sensors. Usually the algorithms 

m/s
2 

Acc_x High-Pass_Acc_x Activities
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do not try to recognise each data sample that is received from the sensors, but are trying 

to recognise some pattern in the data that is over some time interval (window). Therefore, 

one solution to this problem is to use techniques such as the sliding window and 

recognizing set of data samples as one activity.  

In time series analysis, a sliding window is a technique that combines set of data 

samples in one window (Figure 20). A window size is the time interval for which the data 

is collected. If the widows have some data samples as intersection, then this technique is 

named overlapping sliding windows. One simple example of both techniques is shown in 

Figure 21. Here, the window size is chosen to be six, and the overlapping size to be half 

of the window, i.e. three.  

 

 

Figure 20: Sliding window technique. 
 

Figure 21: Overlapping sliding window 

technique. 

Because the final sampling frequency of our sensors was 6 Hz, we chose a window 

size of six, which is one-second time interval. We decided for one-second time interval 

because in our target activities there are transitional activities (standing up and going 

down) that usually last from one to four seconds. The idea was the algorithm should be 

able to capture these activities in one window. The overlapping feature was included 

because we do not know the exact beginning and ending of these transitional activities.  

Length of the vector 

The first computed attribute is the length of the result vector. This attribute is computed 

for the acceleration vector as well as for the gyroscope's angular velocity vector. It is a 

simple but very useful attribute, which is also used further in the process of the 

computation of new attributes. It is not used as separate attribute in the final attribute 

vector because of the sliding window technique. Instead, the average (mean) value is 

computed for the whole data window (this is explained in the statistical attributes 

paragraph). Its definition is: 

2

z

2

y

2

x aaalength 
,       (3) 

where ax, ay and az are the low-passed values for the acceleration along the x, y and z axes 

respectively. During static activities this attribute is constant with the value equal to the 

Earth‟s gravity (length = 1 g). Otherwise in dynamic activities the acceleration vector is 

changing its direction and the value. The values of this attribute during different activities 

in time are shown in Figure 22. 
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Figure 22: Length of the acceleration vector during different activities for the chest inertial 

sensor. 

Statistical Attributes 

The first sets of attributes that are used in the final attribute vector are the statistical 

attributes. These attributes are computed for each of the sensor modules (accelerometer 

and gyroscope). Moreover they are computed for the low-passed filtered values of each of 

the axes and for the length of the result (acceleration or angular velocity) vector.  Three 

statistical features are computed: Mean Value, Root Mean Square and Standard 

Deviation.  

The first attribute from this group is the mean value of the data in the window. The 

mathematical definition for the x axis is:  

n
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Mean
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x

n

i

x

1
         (4) 

The number of data samples n is six (one-second window size). The variable ax
i
 is the 

i-th low-passed vector projection value along the x axis in the data window. The values of 

this attribute during different activities in time are shown in Figure 23. Using the 

appropriate formula, the mean values for other axes Meany and Meanz are calculated. 

Also the mean value for the low-passed length of the result vector (Meanlength) is 

calculated.  

 

Figure 23: Mean Value of the x axis projection during different activities for the chest inertial 

sensor. 

The Root Mean Square (RMS) is a similar attribute to the mean value, but it is useful 

when the observed value is varying above and below zero. This is the case in our 

acceleration and angular rate values. Depending on the orientation of the sensor, the 

values can be positive or negative (e.g. ±5 m/s
2
 or ±5 deg/s). The RMS for the length of 
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the result vector is computed as follows: 

n

length
RMS i

n

i

2

1
length




                (5) 

The variable lengthi
2
 is the square of the low-passed length of the result vector for the 

current member in the sum. Similarly the RMSx, RMSy (Figure 24) and RMSz are 

calculated. 

 
Figure 24: Root Mean Square Value of the y axis projection during different activities for the 

chest inertial sensor. 

The Standard Deviation attribute is useful for distinguishing the long-lasting static 

activities from the transitional activities (Figure 25). It can detect when the movement of 

the sensor is intense. The mathematical definition for the length of the result vector is: 
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Figure 25: Standard Deviation of the length of the acceleration vector during different activities 

for the chest inertial sensor. 

The variable lengthi is the low-passed length for the current member in the sum and 

length  is its mean value in the current window. Also the standard deviation for each of 

the axes was calculated: STDx, STDy and STDz.  

It should be noted here that the statistical attributes are the only attributes computed for 

the gyroscope data. The attributes that follow are computed only for the acceleration data. 
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Sensor Movement Detection 

When a person‟s body is static, the accelerometers respond only to the gravity, producing 

a constant 1 g total acceleration. During motion the accelerometers produce a changing 

acceleration signal and the fiercer the motion, the greater the change in the signal. Using 

these changes in the acceleration vector, an attribute is computed for the detection of the 

sensor movement: Acceleration Vector Changes (AVC). The AVC value of this attribute 

increases as the accelerometer is in motion (walking, going down, standing up, etc.). This 

attribute takes into consideration the data from the current window (six data samples). It 

sums up the last six differences of lengths of the acceleration vector and divides the sum 

by the time interval (one second) of the data. The AVC is computed as follows: 

 0

11 ||

TT

lengthlength
AVC

n

ii

n

i




 

       (7) 

T0 is the time stamp for the first data sample in the window, and Tn is the time stamp of 

the last data sample. With this attribute the movement of the person can be detected: it 

distinguishes static from dynamic activities. For this attribute the raw value for the length 

of the acceleration vector is used instead of the low-passed value. The reason for this is 

that we are more interested in the small changes in the acceleration signal and the low-

pass filter smoothes these changes. 

A boolean (true/false) parameter, which compares the AVC attribute value to a 

threshold, is also computed. If the value is above the threshold, the boolean attribute is 

true, otherwise it is false. The threshold value is 0.0015 and it was chosen empirically 

after a series of tests on recordings different from the test ones (i.e. preliminary data 

described in Section 6.1). This parameter is only used in the application prototype, just to 

show to the users which of the sensors are in movement. It is excluded in the final 

attribute vector because it leads to some wrong classification rules. All of these 

movement attributes and the threshold value are shown in Figure 26. 

 

Figure 26: Movement detection of the chest sensor during different activities. 

 

Activities
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Max-Min Value 

An additional attribute that is computed is the difference between the maximum and the 

minimum value of the acceleration vector in the current data window. It is computed as 

follows: 

max_min = Max (dataWindow) − Min (dataWindow),    (8) 

where Min (dataWindow) returns the minimum value and Max (dataWindow) returns the 

maximum value of the length of the acceleration vector in the current data window. The 

difference between these two values is bigger in transitional activities (e.g. going down, 

standing up).  

Sensor Inclination Angles 

With sensor inclination angles we conclude the Subsection 4.1.3. The most important 

characteristic for activity recognition is the inclination (i.e. orientation, tilt) of the sensors. 

Accelerometer's data is used to measure the static angle of inclination. The inclination 

angles are calculated as the angles between the actual acceleration (e.g. the Earth‟s 

gravity for static activities) and each of the axes (Figure 27).  

 

 
Figure 27: Graphical representation of the sensor inclination angles. 

For instance, the angle φx between the acceleration vector and the x axis is computed as 

follows: 

 )arccos(
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 ,              (9) 

where the values ax, ay and az represent the actual acceleration vector. Because of the 

mathematical definition of the function − arccos, this function returns only angles in the 

interval of [0
o
, 180

o
]. In our problem the whole range [0

o
, 360

o
] is needed. Therefore, we 

use the signs of the axes to decide in which octant the angle is. Each octant has a different 

combination of signs associated with the x, y and z axes acceleration (Figure 28). 

According to the octant number (signs of the axes) additional 180
o
 are added to the angle 

when needed.  



26 Data Preprocessing 

 

 
Figure 28: Graphical representation of the octants and signs of the inclination angles.  

The decision about which axis signs to use to define the interval of the angle was made 

empirically.  

It should be noted that for the computation of these angles, low-passed filtered data is 

used, because it has fewer changes and the angle has fewer variations. Without the low 

pass filter the angles were sensitive to each small change of the sensor. These angles 

improve the classification of activities that have different sensor angle inclinations.  For 

instance, when the chest sensor is in vertical position the user is probably standing or 

sitting. The horizontal position of the sensor indicates that the person is lying or is on all 

fours. The sitting on the ground activity is user dependent and in most of the cases is in 

between these two groups. Similarly the sensor placed on the thigh can distinguish 

between standing and sitting, but has problems distinguishing between sitting and lying. 

Different body placements of the sensors can give different information about the target 

activities. This is one of the reasons why we examine and analyse the performance of the 

system for 6 inertial sensor placements and their combinations. 

4.1.4 Sensor Orientation Adaptation 

Once the data was recorded and the attributes were computed (especially the inclination 

angles), we noticed that the data is different for the same activities of different users. For 

instance, the sensor inclination angles when the users were lying on the same bed and in 

the same way were different. Also, the preliminary results of the activity recognition were 

different for different users. The reason for this was different initial sensor orientations. 

The most problematic were the sensors placed on the thighs and chest. The only sensors 

that were attached in the same way and do not depend on the physical characteristics of 

the user are the ankle sensors. The orientation for the chest and waist may vary because of 

the different physical characteristics of the user. Moreover, the thigh sensors were fixed 

on almost every user on a different part of the thigh. Examples of different initial sensor 

orientations on the right thigh sensor are given in Figure 29. 
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Figure 29: Different initial thigh sensor orientations. 

Since the sensors could not always be worn (attached) in exactly the same way 

(direction), a method for adaptation to the "ideal" orientation is performed. This software 

method is based on the mathematical definition of the rotation of the coordinate system 

(axes) in 3D space. It uses the rotation matrices and rotating the axes to rotate the sensor 

for some "predefined" angles to some "ideal" orientation. The rotation is performed for 

each of the axes (i.e. x, y and z). A simple illustration is shown in Figure 30. Let's imagine 

that the initial sensor orientation is given on the left, and the final (ideal) sensor 

orientation is the one on the right. By using the rotation matrices (in this case only for 2 

axes) and rotating the sensor for some "predefined" angles, we managed to get to the ideal 

sensor orientation. We should note that with this method we rotate the sensors data, not 

the sensors physically. The raw data is corrected, so the new data is the same as the sensor 

was physically rotated. 

 

Figure 30: Rotation of the sensor to the final "ideal" orientation. 

As one can see, we refer to some phrases like "ideal" sensor orientations and 

"predefined" angles. The "ideal" sensor orientations are the final orientations that all the 

sensors for all the users should have, while attached to the body. These final orientations 

are chosen by us and are used as a reference. The angles by which the sensor should be 

rotated are the "predefined" angles. For example, let's agree that the final (ideal) 

orientation for the right thigh sensor is on the right side of the thigh (the blue sensor in 

Figure 31). We have a user that fixes this sensor on the upper (front) side of the thigh (the 

orange sensor in Figure 31). This will confuse our system, because the data that this 

sensor will send is somehow corrupted. For this reason we use the software rotation 

technique that will help us to rotate the sensor to the ideal orientation, in this case rotate 

the sensor by 90
o
 along the x axis. 

 



28 Data Preprocessing 

 

 
Figure 31: Thigh sensor rotation represented by: the orange sensor which is the initial orientation 

and the blue sensor which is the final "ideal" orientation. 

After choosing the final (ideal) inclination angles, we needed to examine the values of 

the sensor inclination angles during some static (still) activity. Because the inclination 

angles are computed during a static activity, they actually represent the angles between 

the gravity and each of the axes. Therefore, the vertical orientation of the thigh sensor 

does not give information about the angle by which the thigh sensor should be rotated. To 

be able to estimate the rotation angle for the thigh sensor, horizontal direction is needed. 

We analysed all the target activities and we decided that sitting is the most suitable. 

The final (ideal) sensor orientations for the sitting activity are shown in Table 5. The 

notation "angle" refers to the computed inclination angle when the sensor is static.  

Table 5: Ideal orientation angles for each of the sensors and each of the axes (x, y and z). Yellow 

arrow is the gravitational acceleration measured by the accelerometer. 

 
Orientation while 

"sitting" 

Angle 

with x axis 

Angle 

with y axis 

Angle 

with z axis 

Chest 

 

   180
o 

    90
o
     90

o
 

Waist 

 

   180
o 

    90
o
     90

o
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Thigh Right 

 

    90
o 

      0
o
     90

o
 

Thigh Left 

 

    90
o 

   180
o
     90

o
 

Ankle Right 

 

   180
o 

    90
o
     90

o
 

Ankle Left 

 

   180
o 

    90
o
     90

o
 

 

Because this technique was developed after we collected all the data, the procedure of 

correcting (rotating) the raw data was performed afterwards (offline). The sensor rotation 

starts with computing the average values of the inclination angles for each axis. The time 

interval of the collected data was chosen to be ten seconds. The parameter ten seconds is 

not that important; the values for the inclination angles are computed during a static 

activity and are fairly stable (they do not have a lot of variations). After finding the 

original inclination angles of the sensor, we calculate the angles by which the sensor 

should be rotated to have the ideal orientation. We should note here, that the procedure 

for rotating the sensor was performed axis by axis. Therefore, first the sensor is rotated 

along one of the axes, and then the new angles by which the sensors should be rotated are 

recalculated. This is repeated until the angles converge to the final (ideal) inclination 

angles for each of the sensors.  

Because we used rotation matrices for the rotation, we present the matrices that were 

used. In linear algebra, a rotation matrix is a matrix that is used to perform a rotation in 

Euclidean space. The rotation matrices in 3D space along the x, y and z axes are presented 

by the Equations (10), (11) and (12) [22], where α, β and γ are the angles by which the 

sensor is rotated along the x, y and z axes accordingly. We should note that this is a 

counter-clockwise rotation when looking towards the origin. 
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(11) 
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Without this adaptation technique the preliminary results were highly person 

dependent. There was a big difference in the accuracy for people wearing the sensors in a 

slightly different way. Also with this technique we were able to modify one part of the 

data (from three people) that was corrupted. The problem with this data was the different 

initial orientations of the inertial sensors. After applying the rotation technique on the 

data, this data was used for preliminary tests and the tuning of some algorithm parameters 

and thresholds (described in Section 6.1).  

We should also note that this technique is an original idea; furthermore, it is a general 

approach that can be reused in similar problems.   

4.2 Location Sensors Data 

The preprocessing step for the location system data was made in the early stage of the 

Confidence project. Its implementation was not the subject of this thesis; therefore we 

will just give an overview of the techniques that are used and references to further details. 

4.2.1 Raw Data and Filters 

The raw data that the Ubisense system gives as an output consists of the 3D coordinates 

of the tags, which are attached to the user's body. The reference coordinate system is fixed 

relative to the environment, which is the room where the Ubisense system is installed 

(Figure 32).  In this way it captures properties such as the location in the apartment, 

whether the user is lying on the floor or on the bed, etc. It is a right-handed coordinate 

system with the z axis pointing upwards. 

In a typical open-environment, the localization accuracy of Ubisense tags is about 15 

cm, but in practice it may drop to 200 cm or more. Moreover, the sensor data is not 

necessarily available at each moment in time. Therefore, additional filtering was 

performed in order to tackle the problems with the Ubisense system. 

In the preprocessing step, tag coordinates are first assembled into a complete sample. 

The localization system outputs the coordinates for one tag at a time, but the activity 

recognition system needs complete samples with data from all tags. This is performed by 

waiting for the coordinates of all the body tags to arrive in a preset time window. If not, 

the sample is assembled with some tag coordinates missing. The missing coordinates are 

extrapolated with a Kalman filter. This filter essentially predicts the current coordinate 

based on the previous ones and also estimates the velocities of the tags.  

A Median filter computes each coordinate as the median of the measured values in a 

time window. A window of 21 coordinates centred on the current one is typically used. 

This type of filtering removes large short-term deviations of a measured coordinate from 

the true one. 
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Figure 32: Experimental room with Location sensors coordinate system. 

The coordinates are further corrected with a filter enforcing anatomic constraints. We 

put constraints on the distance between adjacent pairs of tags. The constraints are based 

on the user‟s height and body proportions. Each pair of coordinates is corrected so that it 

satisfies the constraints. Since this correction may cause other constraints to be violated, 

the procedure is repeated until it converges and all the constraints are satisfied. When 

another user uses the system, the distances between tags are inferred from his/her height. 

In this step it is important, that we can ensure that tags positions correspond to 

approximately valid body proportions, e.g., the maximum distance between the belt and 

the chest cannot be more than half of the user height. A Kalman filter is used again at the 

end to smooth the data and correct some errors. More detailed explanations about the 

preprocessing technique are presented in [23]. 

4.2.2 Attribute Computation 

After the implementation of the filtering techniques, the next step is the computation of 

the attributes. In this section we describe the process of computing the attributes for the 

location data. These attributes are later combined for creating the attribute vector which is 

used in the machine learning − classification stage. All the attributes are computed by 

using the technique of overlapping sliding windows, described in Subsection 4.1.3. 

Because we are using a window of data samples, for each attribute the average value is 

computed for the final attribute vector. Each attribute is computed for each of the tags 

(chest, waist, ankle left and ankle right). We compute the following attributes: 

 z coordinate of the tag, 

 absolute distance between each pair of tags, 

 z distance between each pair of tags, 

 xy distance between each pair of tags, 

 absolute velocity of the tag,  

 z velocity of the tag. 

X 

Y 

Z 
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The x and y coordinates are not relevant, because they refer to the location of the user 

in the room. Our goal is to build a general classification model that will not depend on the 

room's characteristics. 

The phrase "between each pair of tags" means that the attribute is computed between 

the tags that are analyzed. For instance, if we examine the performance of the system by 

using only one tag, there is no other tag to compute the attributes that are computed 

between tags do not. Therefore, the number of attributes varies between different numbers 

of tags.   

The first attribute is the filtered z coordinate of the tag. This attribute gives the height 

of the tag relative to the experimental room. It gives information about activities that have 

different heights. For instance, when the person is standing the chest tag will have bigger 

z coordinate vale compared to the z coordinate when the person is lying. 

The next attribute is the absolute distance between each pair of tags. By absolute 

distance we mean the Euclidian distance between 3 points in a 3D space. If we define the 

3D coordinates of tag Ti to be (xi, yi, zi), the mathematical definition is given by the 

equation: 

2

12

2

12

2

1221 )()()(),( zzyyxxTTdist 
  (13) 

The z-distance between each pair of tags is computed as a simple difference in heights. 

If the user has two tags fixed on the chest and ankle, using this attribute the system can 

distinguish between standing and sitting. 

The fourth type of attribute is the xy distance between each pair of tags. This attribute 

gives the distance between two points in 2D (xy) space. This is performed by omitting the 

z coordinate.  It gives information about activities that differ in xy plain. For instance, 

when the person is lying this attribute has bigger values. The mathematical formulation is: 

2

12

2

1221 )()(),(_ yyxxTTdistxy 
     (14) 

The next two attributes are connected with the velocity that the tag is having while 

performing some activities. The first one is the absolute velocity of the tag. This is 

computed as the distance passed for some time interval in a 3D space. And the second and 

last attribute is computed as the velocity that the tag is having, but only in z direction, 

leaving the other two coordinates out.  

These attributes are all expressed in a reference coordinate system (fixed with respect 

to the experimental room). For each of the attributes the average value is computed for 

the corresponding data window. This average value is used in the final attribute vector. 

4.2.3 Attribute Adaptation to the User 

Each user has different physical characteristics, thus influencing the location system 

attributes. The height of the person is one of the most important attributes. The test 

dataset consists of data recorded by participation 11 people with different heights. Table 6 

shows the heights of the 11 tested people. Also some statistical attributes like the mean 

height and the standard deviation are presented. 
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Table 6: Height of the people that were recorded for creation of the test dataset. 

Person 1 2 3 4 5 6 7 8 9 10 11 

Height in cm 160 160 168 172 172 178 184 187 188 193 195 

Mean Value 177.9 

Standard 

Deviation 
12.5 

 

Because z coordinate (height) is the main feature, we applied scaling technique to some 

of the attributes. This is actually an adaptation of the attributes to the user. This adaptation 

technique is simply dividing the attribute value by the height of the person. Moreover it is 

kind of a normalization technique for the height attributes. Except for the velocity 

attributes, all the other attributes are processed by this technique: 

 z coordinate of the tag, 

 absolute distance between each pair of tags, 

 z distance between each pair of tags, 

 xy distance between each pair of tags. 
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5 Methodology 

Chapter 5 describes the methods used in activity recognition and fall detection. They are 

divided according to the techniques and the type of sensors that are used. 

5.1 Activity Recognition 

5.1.1 Machine Learning Algorithms 

Machine learning approach was used for the activity recognition. Machine learning is 

active research area in the field of artificial intelligence. In short, it is the study of 

computer programs that automatically improve through experience [24]. Machine 

learning is programming computers to optimise a performance criterion using example 

data or past experience [25]. Usually we build a model which is later used to make 

predictions in the future, to gain knowledge from data, or both. 

Depending on the data, the learning process can be supervised or unsupervised. 

Supervised learning is a task when there is an input, an output and the goal is to learn the 

mapping (model) from the input to the output. It learns a function from a set of data. 

Moreover it assumes that each learning example includes some target value, and the goal 

is to learn a model that accurately predicts this property. Depending on the target value 

this process can be: classification (target value is discrete) or regression (target value is 

numeric). Because the data in our study is labelled (explained in Chapter 3) with the 

appropriate activity, we consider this problem as a typical classification task. Each 

example or instance can be described in terms of values of several (independent) 

variables, which are also referred to as attributes, features or inputs. Attributes can be 

continuous (numeric, real) or discrete (categorical, nominal) according to the value. A 

class (target, output or outcome) is some property of special interest that is associated 

with each example. A typical machine learning task is to learn a model using a learning 

dataset with the aim of predicting the value of the class for unseen examples. 

In unsupervised learning, there is no such target property to be predicted. The data is 

usually given as a set of examples, where examples represent objects or measurements. A 

typical unsupervised technique is clustering. 

In this study, the machine learning task is to learn a model that will be able to classify 

the target activities (i.e. standing, sitting, lying, sitting on the ground, on all fours, going 

down, and standing up) of the person wearing sensors/tags (inertial, location or both). 

According to the described technique of sliding windows (explained in Subsection 4.1.3), 

each data window represents one example or instance for classification. 

The data analysis was made using the application program interface of the software 

toolkit WEKA (Waikato Environment for Knowledge Analysis) [26]. Because Random 

Forest [27] was the algorithm that yielded the best results in the preliminary tests 

(described in Subsection 6.2.1) we briefly explain this algorithm. Additionally, we 

describe the decision trees, because Random Forest is an ensemble method for decision 

trees. 
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5.1.1.1  Decision trees 

Decision tree (DT) learning is one of the most widely used and practical methods for 

machine learning. It is a method for approximating discrete-valued target functions, in 

which the learned function is represented by a decision tree [24].  

A decision tree is a tree consisting of a number of nodes and arcs (Figure 33). A node 

is marked by an attribute name and an arc by a valid value of the attribute associated with 

the node from which the arc originates. The highest node in the hierarchy (top-most node) 

is called root (the blue oval in Figure 33) of the tree and the bottom nodes are called 

leaves (the green ovals). Each leaf is labelled by a class (value of the class attribute). A 

decision tree classifies instances by guiding them down the tree from the root to some leaf 

node that corresponds to the value of the attribute in the given example. Algorithms for 

decision tree induction, such as C4.5 [29] (i.e. WEKA's j48), generate a decision tree 

from a given set of attribute-value tuples. The tree is heuristically built by choosing the 

most informative attribute at each node, aimed at minimizing the expected number of 

tests needed for classification. Its heuristic (criterion) is normalised information gain (the 

reduction in the entropy of the class achieved by learning the state of the random variable 

A). A decision tree is constructed by recursively invoking a tree construction algorithm in 

each generated node of the tree. The tree construction stops when all examples in a node 

are of the same class or if some other stopping criterion is satisfied. Although the tree is 

built by greedy approach its solution is near-optimal. 

 

Figure 33: Graphical representation of a Decision Tree with all its components. 

Most algorithms developed for learning decision trees are variants of a core algorithm 

that employs a top-down, greedy search through the space of possible decision trees. This 

approach is exemplified by the ID3 algorithm [28] and its successor C4.5 [29].  

Learned trees can also be re-represented as sets of if-then rules to improve human 

readability. This is one of the biggest advantages compared to "black-box" classifiers 

such SVM. 

5.1.1.2  Ensemble Classifiers and Random Forest 

One of the possibilities to improve classification accuracy is ensemble methods, which in 

the literature are also referred to as multiple classifier systems, committees of classifiers, 

classifier fusion, combination or aggregation [30].  The analogy in this approach is that 

people usually consult several sources when making an important decision. Therefore the 

machine learning model that takes into account several aspects of the same problem (i.e. 

several submodels) should be able to make better predictions [31]. 

It has been proven that in a number of cases ensemble methods offer better predictive 
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performance than single models [27]. Unfortunately the performance improvement comes 

at a price. When we humans want to make an informed decision, we have to make an 

extra effort, first to find additional viewpoints on the subject, and second, to compile all 

this information into a meaningful final decision. The case is similar for ensemble 

methods; learning the entire set of models and then combining their predictions to make 

the final decision. Of course, this is computationally more expensive than learning just 

one simple model. 

As already mentioned, we learn a model on the learning data, and the resulting model 

can have a more or less satisfactory performance on these learning data. However, even if 

this performance is sufficient, this does not guarantee satisfactory performance also on the 

unseen data. Therefore, when learning single models, we can easily end up with a poorly 

performing model (although there are evaluation techniques that can minimise this risk). 

By taking into account several models and averaging their predictions we can reduce the 

risk of selecting a poor model. A typical representative of the ensemble methods is 

Random Forest. 

Random Forest (RF) [27] is an ensemble method for decision trees, where the diversity 

among the individual classifiers is obtained from two sources: (1) by using bagging and 

(2) changing the feature set (randomly choosing attributes) during learning.  

We used WEKA's implementation of Random Forest which uses RepTree as decision 

tree in the forest. RepTree is a fast decision tree learner. It builds a decision/regression 

tree using information gain/variance and prunes it using reduced-error pruning (with 

backfitting). First k RepTrees are built using the following procedure: 

 Randomly sample with replacement (bootstrap) of the whole training set, which 

represents around 2/3 of data that will be used for tree construction. 

 Randomly select m attributes and select the one with the most information gain to 

comprise each node. 

 Continue to work down the tree until no more nodes can be created. 

Prediction is made by aggregating (majority vote for classification or averaging for 

regression) the predictions of the tree models (Figure 34). At each node in the decision 

tree, a random subset of the input features is taken and the best split is selected from this 

subset. The size of the random subset is given by a function of the number of descriptive 

attributes. We decided to use the function: 

m = log2M + Ns,        (15) 

where m is the number of randomly chosen attributes, M is the number of all attributes 

and Ns is the number of sensors/tags. This was the function that yielded the best 

performance and provided a balance between the accuracy and time consumption (a fewer 

number of chosen attributes). It was chosen empirically after tests on the preliminary data. 

The generated forest can be saved for future use on other data and offers an 

experimental method for detecting variable interactions. Learning is fast on large datasets. 

The algorithm handles a very large number of attributes. 
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Figure 34: Graphical representation of Random Forest algorithm and the process of making the 

decision. 

5.1.2 Activity Recognition Flow 

 After the step of data preprocessing and computation of all additional attributes, the final 

attribute vector is created. This attribute vector is passed to the classification model which 

tries to recognise (classify) the appropriate activity of the user (Figure 35). 

 

Figure 35: Activity recognition flow chart. 

With combining different attributes from various numbers and types of sensors, the 

system was able to measure the performance using different sensor scenarios. All possible 

combinations were examined (shown in Table 7).  

The phrase "all possible combinations" refers to the set of all k combinations of a set S, 

where k changes from 1 to 10 and S is the whole set of sensors/tags (i.e. 10). Eventually, 

the best sensor/tag combinations were found and presented. This is thoroughly discussed 

in Section 6.2.  

Table 7: Number of sensor/tag combinations. 

Type of sensors/tags Max. number of 

sensors/tags 

Number of combinations 

Inertial 6 2
6
 − 1 = 63 

Location 4 2
4
 − 1 = 15 

Inertial + Location 10 2
10

 − 1 = 1023 

 

DT 1 DT 2 DT k 
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In the next subsection we discuss the final attribute vectors and their dimension 

according to the number of sensors/tags used. 

5.1.3 Final Attribute Vector 

Inertial System Attributes 

For each of the inertial sensors 25 attributes are computed. All of these attributes are 

thoroughly described in Subsection 4.1.3. The attributes are as follows: 

 Accelerometer 

o mean value (4 attributes: for each axis and length of the AV), 

o standard deviation (4 attributes: for each axis and length of the AV), 

o root mean square value (4 attributes: for each axis and length of the AV), 

o inclination angles (3 attributes: for each axis), 

o sum of differences (1 attribute: for length of the AV), 

o max-min (1 attribute: for length of the AV). 

 Gyroscope 

o mean value (4 attributes: for each axis and length of the AVV), 

o standard deviation (4 attributes: for each axis and length of the AVV). 

In Table 8 we present the increase in the number of attributes as the number of sensors 

increases. 

Table 8: Number of attributes in the final inertial attribute vector. 

No. of sensors 1 2 3 4 5 6 

No. of attributes 25 50 75 100 125 150 

 

Location System Attributes 

The attribute vector for the location system data is different for different number of 

analysed tags and does not linearly increase with the number of tags.  The reason is that 

there are attributes which are computed only between pairs of tags (i.e. when the number 

of tags is bigger than one).  

 One Tag  

o z coordinate of the tag, 

o absolute velocity of the tag, 

o z velocity of the tag. 

 Two or more (up to four) tags 

o z coordinates of the tags, 

o absolute velocities of the tags,  

o z velocities of the tags, 

o absolute distances between each pair of tags, 

o z distances between each pair of tags, 

o xy distances between each pair of tags. 

In Table 9 we present the increase in the number of attributes as the number of tags 

increases. 
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Table 9: Number of attributes in the final location attribute vector. 

No. of tags 1 2 3 4 

No. of attributes 3 10 19 31 

 

Inertial and Location System Attributes 

The combination of different types of sensors was possible because both systems (i.e. 

inertial and location) were set to use the same sampling frequency of 10 Hz. The time 

stamps of the data samples enabled the system to perform synchronization and at the 

same time to have a combined data sample from both systems (Figure 36). After the 

synchronization process, the final sampling frequency dropped to 6 Hz. Therefore, the 

system was able to combine attributes from the two systems and to create mixed attribute 

vectors, ready for machine learning process.      

 
Figure 36: Diagram of the process of combining the attributes in the final inertial and location 

attribute vector. 

5.2 Fall Detection Algorithm 

Detection of fall events is one of the essential tasks in AAL and also in our experiments. 

It should be noted here that the system needed to detect not just straight forward fast falls, 

but also more complicated fall (alarming) situations. These kinds of situations often 

include: 

 person is losing consciousness and slowly falling on the ground,  

 person is trying to stand up from a chair, but has difficulties and falls on the 

ground ending up by sitting on the ground,  

 sliding from a chair and ending up by sitting on the ground. 

We also included difficult to distinguish non-fall situations:  

 quickly lying on a bed, 

 quickly sitting on a chair, 

 searching for something on the ground. 

The main reason for adding these situations is that real life includes complex 

situations. Simple cases of falls are typically detected using simple methods in laboratory 

tests; however, these systems are not acceptable in real life because of abundance of false 

alarms and because of being incapable of detecting complicated cases of life-threatening 

events. In the following subsections the respective algorithms are explained. 

5.2.1 Inertial System Algorithm 

The first approach is to use a simple threshold to detect falls. The reason for this is that 
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when a fast fall event is analysed, it is usually interpreted as fast falling. By using the 

inertial sensors we developed two algorithms for detection of fall events. First we studied 

the related work and analysed the performance using different algorithms and then we 

adjusted them to our problem. In the next two paragraphs we discuss our methods and the 

problems that emerged. 

Threshold Based Algorithm 

Before explaining the details about the algorithm, we will first examine a typical straight 

forward (fast) fall pattern (Figure 37). The acceleration pattern during a typical fall is a 

decrease in acceleration followed by a fast increase. The reason for this pattern is that the 

acceleration at rest is 1 g and during free fall tends to 0 g. When a person starts falling, 

the acceleration decreases from 1 g to around 0.5 g (perfect free fall is never achieved). 

Upon impact with the ground, a short high increase in the acceleration is measured. 
 

 
Figure 37: Acceleration pattern during a fall. 

A threshold based algorithm is the simplest and commonly used in the literature [35]. 

It usually detects high accelerations using only one inertial sensor (chest, ankle, thigh or 

waist). Our algorithm has some improvements for reducing the number of false alarms. 

To detect falls with a threshold, the length of the acceleration vector is used, which 

means that the orientation of the sensor is ignored. The first idea was to use a simple 

threshold that will detect only the high acceleration (i.e. the impact). This resulted in false 

positives during standing up quickly. The reason for this is that the standing up quickly 

has also a high acceleration and can be confused with a fall. However, the pattern during 

standing up is a reverse compared to the fall pattern: first an increase is detected followed 

by a decrease. Using this information the minimum and the maximum acceleration within 

a one-second window were measured. After analyzing the typical fast falls and their 

duration, we decided to use a one-second interval. If the difference between the maximum 

and the minimum exceeded the threshold and the maximum (impact) appeared after the 

minimum (free fall), we declared that a fall had occurred.  

IF (((Max − Min) > Threshold) AND  

  (Max appeared_after Min)) THEN FALL            (16) 

The thresholds were chosen empirically for each of the inertial sensors individually. 

Moreover, we used preliminary data (described in Section 6.1) to adjust the thresholds. 

Eventually, the waist sensor had a threshold of 0.8 g, chest 1 g, ankles 1 g and thighs 0.9 

g. The reason for this is the placement of the sensors on the body and the impact with the 
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ground. This method works well on normal fast falls, and the false alarms rate during 

normal activities is reduced.  

This algorithm proved that it is possible to detect a straight forward (fast) fall by using 

only the acceleration and applying appropriate thresholds. The problem with this 

algorithm appeared in more difficult scenarios (e.g. the one that we are using) that include 

different types of fall events and misleading situations (e.g. quickly lying on bed, quickly 

sitting on the chair). In general, if there is high acceleration (i.e. a decrease followed by 

an increase) but the event is not a fall, the algorithm will produce false positives (false 

alarms). To solve this issue, we used a second algorithm, which analyses the activity of 

the person. 

Threshold and Activity Recognition Algorithm 

After analyzing the problems that the system encountered using the threshold based 

algorithm, we realised that we need an improved or new algorithm. The problems were 

mainly in the absence of the detection of slow-fall events (e.g. losing consciousness, 

sliding from a chair, etc.) and false detection during quick non-fall events. The common 

solution for these events was analyzing the activity after the fall event. Therefore, we 

improved the algorithm with a focus on the recognised activities of the person. The 

algorithm gets these activities as an input from the real-time activity recognition 

classification module (Figure 38).  

 
Figure 38: Fall detection flow chart. 

After studying the fall events, and especially the ending activity of the fall event, the 

following rules were extracted. A fall has occurred IF: 

 the threshold based algorithm triggers a fall AND the ARM recognises lying 

without movement for more than ten seconds;  

 ARM recognises sitting on the ground for more than ten seconds;  

 ARM recognises being on all fours for more than ten seconds. 

(ARM stands for Activity Recognition Module). 

The assumption of the second and the third rule, which is already implicit in the 

scenario, was that the elderly usually do not sit on the ground and are not on all fours for 

more than ten seconds. The limit of ten seconds was chosen after consultation with 

medical experts. The decision about the recognised activity of the person in ten-second 

interval was made by choosing the major predicted activity in that interval. For instance, 

to recognise that the person is sitting on the ground for ten seconds, it was necessary for 
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the activity recognition module to recognise 80% of the data samples as sitting on the 

ground. In other words, in one minute of sitting on the ground it is enough just in one 

time window of ten seconds to have 80% of the recognised activities as sitting on the 

ground. The limit of 80% was chosen after some preliminary tests and as a balance 

between the true positive and the true negative rate. 

The threshold based algorithm is included in the first rule because without the trigger 

from the threshold the system would detect a fall every time the person is lying for more 

than ten seconds (even lying on the bed). In this way the algorithm was not able to detect 

the event of losing consciousness and slow fall. This could have been possible if the 

system was able to distinguish lying on the bed and lying on the ground (which is the case 

in the location system). This is actually one of the disadvantages of the inertial sensors 

compared to the location sensors in terms of fall detection and the system awareness of 

the user. 

5.2.2 Location System Algorithm 

For the location system data, we needed an algorithm that would detect fall events using 

the location of the person in the room. Therefore, we used similar approach to the second 

inertial algorithm. The difference here is that location sensors do not have the information 

about the acceleration, but they have the information about the location. The initial rules 

that were extracted for this algorithm are: 

A fall is detected IF: 

 ARM recognises lying outside the bed for more than ten seconds;  

 ARM recognises sitting on the ground outside the bed for more than ten 

seconds;  

 ARM recognises on all fours outside the bed for more than ten seconds. 

The assumptions here were that the elderly usually: do not sit on the ground, do not lie 

on the ground and are not on all fours outside the bed for more than ten seconds. 

The second rule may look it is inconsistent because it contains "sitting on the ground 

outside the bed". The reason for this is that the ARM can recognise the activity sitting on 

the ground while the user is in the bed. This is the reason why we included the part 

"outside the bed". The limit of ten seconds was chosen after a consultation with medical 

experts. The decision about the recognised activity of the person in the ten-second 

interval was made the same way as for the second algorithm explained in Subsection 

5.2.1. 

The algorithm was tested with the previously described rules and some interesting 

results were noticed. Namely, the results were worse than we expected. The reason for 

this was the mutual misclassification of the activities: sitting on the ground, on all fours 

and lying. After analyzing the problem, we decided to combine these three activities into 

one and the final rule was set as: 

A fall is detected IF: 

 ARM recognises (lying OR sitting on the ground  OR on all fours) outside the 

bed for more than ten seconds; 

This combination of rules means that if the sum of the recognised samples of lying, 

sitting on the ground and on all fours is more than 80%, then a fall is detected. 

The difference compared to the inertial sensor algorithms is that using the location 

information, the system was aware of some predefined "safe" locations, like the bed. This 

is one of the biggest advantages of the location system compared to the inertial system. 

The assumption here is that usually only the bed is not moved (at least not so often) and 
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we decided to use this information in the algorithm. Therefore, the only information that 

this algorithm needs as input parameter, is the coordinates of the bed. Every time the 

location of the bed is changed, the user just has to provide the new coordinates to the 

system and the algorithm will adapt to this new situation. Other than this, the basic 

principle of the algorithm is similar to the second inertial algorithm described in 

Subsection 5.2.1. 

5.2.3 Combined Inertial and Location System Algorithm 

Subsections 5.2.1 explain the algorithms using only inertial sensors on one side and only 

location sensors on the other side. The advantage of the inertial sensors is that they can 

measure the acceleration and detect fast, straight forward falls immediately, but they do 

not have the information about the location of the user. This brings lots of false 

detections, especially in the events of quickly lying on the bed. In contrast, the location 

sensors have the information of the location of the user in the room, and also the location 

of the bed, but cannot detect immediate fast falls. We decided to combine the two systems 

and use the advantages of both systems to examine the performance of the algorithm 

explained by the rules that follow. 

The approach is similar to the ones described in Subsections 5.2.1. Therefore the rules 

that detect fall situations are the following. 

A fall is detected IF: 

 inertial threshold based algorithm triggers a fall AND the ARM recognises 

lying without movement for more than ten seconds;  

 ARM recognises lying outside the bed for more than ten seconds;  

 ARM recognises sitting on the ground outside the bed for more than ten 

seconds;  

 ARM recognises on all fours outside the bed for more than ten seconds. 

The same assumptions are made, that the elderly usually do not sit on the ground, do 

not lie on the ground and are not on all fours, outside the bed for more than ten seconds.  
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6 Evaluation and Discussion 

In this chapter the experimental setup for the activity recognition and fall detection is 

presented. We describe and discuss the experimental datasets and the results of the 

experiments. 

6.1 Experimental Data 

We compared the performance of the activity recognition and fall detection on the 15-

minutes-long testing scenario (Table 10). The scenario was designed specifically to 

investigate events that may be difficult to recognise as falls or non-falls. This scenario 

was created after thorough discussions and consultations with medical experts. It is 

around 15 minutes long and includes all target activities. Events were recorded in a single 

recording including all events. Video representations of all events can be found online 

[14]. 

Table 10: Events sequence in the test scenario (red colour rows represent fall events). 

Event 

number 
Fall  Activities   Description  

Duration 

in sec. 

1 No  
Standing Walking 65 

Going Down/Sitting Sitting down normally on the chair  65 

2 Yes  
Standing Up/Standing Standing up and walking 20 

Going Down/Lying Falling − Tripping, landing flat on the ground  65 

3 No  
Standing Up/Standing Standing up and walking 20 

Going Down/Lying Lying down normally on the bed  65 

4 Yes  

Standing Up/Standing Standing up and walking 20 

Going Down/Lying 
Falling slowly (trying to hold onto furniture), 

landing flat on the ground  
65 

5 No  
Standing Up/Standing Standing up and walking 20 

Going Down/Sitting Sitting down quickly on the chair  65 

6 Yes  

Standing Up/Going 

Down/Sitting on the 

ground 

Falling when trying to stand up (trying to hold 

onto furniture), landing sitting of the ground  
65 

7 No  
Standing Up/Standing Standing up and walking 20 

Going Down/Lying Lying down quickly on the bed  65 

8 No  
Standing Up/Standing Standing up and walking 20 

Going Down/Sitting Sitting down quickly on the chair  10 

9 Yes  

Standing Up/Going 

Down/Sitting on the 

ground 

Falling slowly when trying to stand up, 

landing sitting of the ground  
65 

10 No  

Standing Up/Standing Standing up and walking 20 

Going Down/On all 

fours/Lying 

Searching for something on the ground − on 

all fours and lying  
20 

11 No  Standing Up/Standing Standing up and standing still 60 
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Because typical fast falls are easier to detect, we included only one such fall (event 

number 2 in Table 10). We included three atypical falls (4, 6 and 9) to test the use of the 

activity information, namely that a person is not expected to sit on the ground (as opposed 

to the chair). Furthermore, we included three events (5, 7 and 8) that involve high 

acceleration and could thus be misclassified as falls by accelerometers. We also included 

an event (number 10) that involves voluntarily lying on the ground, which could mislead 

the methods that use information other than acceleration. The events 1 and 3 are normal 

and were included to verify that all the methods work correctly and do not recognise them 

as falls. 

Before collecting the data, we obtained an approval from The National Medical Ethics 

Committee (NMEC), since the study involved “experimenting” on human subjects and 

there was some risk of harm during the fall events. Additionally, all falls were performed 

on a soft cushion placed on the ground for safety reasons. 

The tests were conducted in an experimental laboratory. They involved 11 healthy 

volunteers (7 males and 4 females). The test scenario was performed 5 times by each 

person. Additionally data for 3 more people was recorded, but unfortunately the data was 

"corrupted". The reason for this was the different initial orientation of the inertial sensors. 

At the beginning of the testing phase we decided to exclude this additional data.  After the 

development of the technique, described in Subsection 4.1.4, that performs rotation of the 

inertial sensors, we were able to use this data too. Therefore the data of these 3 additional 

people was used as "preliminary data". The tuning of some parameters (e.g. thresholds) 

and preliminary tests (e.g. choosing the best algorithm) were performed only on this data.  

The total number of instances without the overlapping sliding window technique 

(explained in Subsection 4.1.3) was 316 314. After implementing the sliding window 

technique (using 1 second interval and 0.5 seconds of overlap), the final amount of 

instances was reduced to 105 438 (Table 11). 

Table 11: Total amount of data. 

 People Recordings No. of instances 
No. of instances after 

sliding window 

Preliminary Data 3 15 89 297 29 766 

Evaluation Data 11 55 316 314 105 438 

 

The distribution of the instances over the class attribute is not uniform (Figure 39). 

Two activities are quick and last for a couple of seconds (standing up, going down). 

Therefore it was not possible to have an equal number of instances for these activities.  

The data is labelled manually (real-time), thus small delays in the labels are possible. 

Therefore, successive activities (e.g. standing → going down → lying) may have some 

samples mislabelled at the beginning and at the end of each activity. This affects the 

recognition performance of the system especially for short activities (going down or 

standing up) that do not have lots of samples. In addition, the border between two 

successive activities is to some degree subject to interpretation. 
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Figure 39: Distribution of the instances over the class activity. 

6.2 Experimental Results 

6.2.1 Activity Recognition 

The leave-one-person-out cross-validation technique was used for evaluating the activity 

results. It is a commonly used evaluation technique in the machine learning community − 

N-fold cross-validation (in our research we use 11 folds, N = 11). Thus, each fold was 

represented by the data of one person.  This means the model was trained on the data 

recorded for ten people and tested on the remaining person's data. This procedure was 

repeated for each person data (11 times) and the average performance was measured. This 

evaluation approach is more reliable than the ones that use the same persons' data for 

training and testing. Using the same person's data would give overly optimistic results if 

the intended use of the model is to classify the activities of previously unseen people. We 

analysed several known evaluation metrics: 

 Recall is defined as the number of true positives (the number of correctly 

classified instances for the corresponding class) divided by the total number of 

instances that actually belong to the corresponding class.  

 Precision is defined as the number of true positives (the number of correctly 

classified instances for the corresponding class) divided by the total number of 

instances labelled by the model as belonging to the corresponding class  

 F-measure (F1 score) is a harmonic mean of the recall and the precision.  

Eventually we had to decide which metric to use for the final comparisons, decisions 

and conclusions. We decided that the F-measure would be the most suitable for our 

research, because it combines both precision and recall. Its mathematical definition is as 

follows: 

 
RecallPrecision

RecallPrecision
measureF




 ×
×2               (17) 

In our research the average F-measure (over the 11 folds) was calculated for each 

target activity and the overall weighted average F-measure (over all classes).  The overall 

weighted average F-measure was used in the final tables. 
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After choosing the evaluation metric, the next step was choosing the appropriate 

classification algorithm. Because we examine all possible combinations of sensors/tags 

(2
10

 − 1), the idea was to test several classification algorithms on some predefined data set 

and to choose the best performing algorithm. The algorithms that are analysed in this 

thesis are: J48 − decision tree [29] (Implementation of C4.5 in WEKA), SVM (Support 

Vector Machine) [32], Naive Bayes [33], KNN (K-nearest-neighbours) [34] and an 

ensemble method − Random Forest [27]. These algorithms are the most common 

classification algorithms and are also used in the related literature for solving the activity 

recognition task. 

This step was performed by using the application program interface of the software 

toolkit WEKA (Waikato Environment for Knowledge Analysis) [25]. The best parameter 

values for each algorithm were chosen empirically. Some of them are given in the 

following list: 

 J48: pruned tree 

 SVM: Poly Kernel 

 Naive Bayes: using Kernel Estimator for numeric attributes  

 KNN: 10 Neighbours 

 Random Forest: 10 trees 

The algorithms were tested on the preliminary data set (described in Section 6.1). This 

dataset contains data from three people, therefore the leave-one-person-out technique was 

used (training on two people's data and testing on one person's data). The algorithms were 

tested for each of the systems separately. The results are shown in Figure 40 and Figure 

41. Only the best sensor(s) for each number of sensors are shown. 

As shown in the figures, the algorithm that yielded the best performance in all 

combinations is the Random Forest. This algorithm will be further used in the exhaustive 

search of the best sensor combinations. 

 
Figure 40: Inertial System comparison of different classification algorithms using different 

number of sensors (1 to 6).  
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Figure 41: Location System comparison of different classification algorithms using  

different number of tags (1 to 4).  

6.2.1.1  Inertial System 

In this subsection we present the results achieved by the system using only the inertial 

sensors data. A set of tables and figures of the obtained results from the experiments are 

presented. The F-measure is used as an evaluation metric for the quality of the 

classification. 

We performed an exhaustive search for the best sensor combinations. Therefore, all 

possible 63 combinations of sensor placements are examined (Figure 42). Next, we 

focused on the sensor placements that achieved the best results for each number of 

sensors (1 to 6). As described in Chapter 3, we analysed six sensor placements: 

 Chest (_c); 

 Waist (_w); 

 Thigh Right (_tr); 

 Thigh Left (_tl); 

 Ankle Right (_ar); 

 Ankle Left (_al). 

Figure 42 presents the results achieved for all possible combinations. The best sensor 

placements for each number of sensors are marked with red colour. Each group of sensors 

(which represent the number of sensors used) is divided and analysed separately.  

In the first group, when the system is using one inertial sensor, the difference in 

performance is negligible (i.e. 0.5 percentage points) for the top three sensor placements. 

This showed that for activity recognition we can choose almost any of the analysed sensor 

placements and the system will have an F-measure around 82.5%. But we should point 

out here that different sensor placements achieve different results on different classes 

(activities). This is further with confusion matrices (i.e. Table 12−17).  

For two inertial sensors the situation is clearer. The best sensor placement combination 

is "Chest + Thigh Left" (i.e. "_c_tl" in Figure 43). This combination outperforms the 

second best by 2.3 percentage points.  

Three inertial sensors achieve an overall F-measure of 98.1%, which is by 1.7 p.p. 

better than two inertial sensors. The best sensor placement combination is "Chest + 

Thigh Left + Ankle Right" (i.e. "_ar_c_tl" in Figure 43). 
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Figure 42: All sensor combinations for the Activity Recognition using the Inertial System. 
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With four, five and six inertial sensors, the results indicate a decrease of the overall F-

measure. This is probably caused by the too many attributes computed by the sensors, 

which causes overfitting. In other words, the trained model is to complex and is too 

specific (focused) to the training data, consequently performing worse on unseen (test) 

data. This leads to the conclusion that the final system should use up to three inertial 

sensors in particular, since each sensor brings an additional burden to the user. Adding 

more inertial sensors decreases the overall performance.  

In Figure 43 we show only the best placements for each number of sensors and the 

achieved overall F-measure. The biggest improvement for the system is when the number 

of sensors is increased from one to two inertial sensors (13.5 p.p.). With three inertial 

sensors the system achieves the best results. 

 

Figure 43: Best sensor placements for the Activity Recognition using the Inertial System. 

By analyzing the overall F-measure we take into consideration only the result averaged 

on all classes (activities). We additionally present the F-measure for each of the activities 

(Figure 44). In this figure one can observe the improvement of the system in all target 

classes when using one sensor compared to more sensors. Also transitional activities 

(standing up and going down) are difficult to recognise for two reasons. First, the number 

of samples in the training data is significantly smaller compared to the other class values 

(Figure 39). This is caused by the duration of these activities; they last only a few seconds 

(one to four seconds). Another reason is the problem with the labelling (Chapter 3) and 

the difficulty of defining the border between two successive activities.  

Figure 44: Best tag placements using for Activity Recognition using the Inertial System (detailed 

overview for each of the classes). 
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Because the difference in the overall performance of the system using only one inertial 

sensor is small, we decided to further analyse it. The best way of presenting this issue is 

by using confusion matrices (Table 12−17).  

The confusion matrices are divided into three parts, by similarity in results:  

 Chest (Table 12) and Waist (Table 13); 

 Ankle Left (Table 14) and Ankle Right (Table 15);  

 Thigh Left (Table 16) and Thigh Right (Table 17). 

List of abbreviations used in the tables: 

 Ly (Lying); 

 Sit (Sitting); 

 Sta (Standing); 

 On4 (On all fours); 

 SitG (Sitting on the ground); 

 GD (Going Down); 

 SU (Standing Up). 

The rows show the actual class as provided by a human annotator, while the columns 

show the labels predicted by the model. For instance, the first row for the lying (Ly) 

activity in Table 12 shows that 97% of all lying labelled samples are correctly classified 

as lying, 1% are incorrectly classified as sitting on the ground (SitG), 1% going down and 

1% as standing up (SU). Therefore, the diagonal of the matrix shows the recall values for 

each activity. 

On the first two tables the results for the waist and the chest sensors are presented. 

Because of the similar placements and the orientations that these sensors have during 

different activities, the results are similar. One of the issues is the mutual misclassification 

of sitting and sitting on the ground. Also, the on all fours activity is very similar to lying 

on the stomach. The reason for these misclassifications is the similar sensor orientations 

during these activities.    

Table 12: Confusion matrix for the Chest 

inertial sensor. 

Ly Sit Sta On4 SitG GD SU

Ly 97% 0% 0% 0% 1% 1% 1%

Sit 0% 69% 7% 0% 24% 0% 1%

Sta 0% 6% 87% 0% 5% 0% 2%

On4 23% 0% 0% 59% 0% 4% 13%

SitG 0% 23% 7% 0% 69% 0% 1%

GD 19% 3% 11% 2% 4% 41% 20%

SU 7% 4% 20% 3% 4% 5% 58%

A/P

A
ct
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ss

Chest Classified as

 

Table 13: Confusion matrix for the Waist 

inertial sensor. 

Ly Sit Sta On4 SitG GD SU

Ly 96% 0% 0% 0% 3% 0% 1%

Sit 2% 69% 5% 0% 23% 0% 1%

Sta 0% 1% 91% 0% 3% 1% 3%

On4 24% 0% 0% 58% 1% 8% 9%

SitG 5% 21% 6% 0% 66% 0% 1%

GD 18% 5% 11% 3% 4% 47% 13%

SU 7% 3% 25% 2% 5% 5% 55%

A
ct

ua
l c

la
ss

Waist

A/P

Classified as

 
 

     The problem that emerges when we analyse the ankle sensors is the mutual 

misclassifications of: sitting and standing; lying and sitting on the ground. Additionally 

on all fours is classified as lying. The reason for these misclassifications is the similar 

sensor orientations during these activities. 

  When the system uses only thigh sensors, it mutually misclassifies sitting, lying and 

sitting on the ground. Additionally on all fours is classified as standing. The reason for 

these misclassifications is also the similar sensor orientations during these activities. 
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Table 14: Confusion matrix for the Ankle Left 

inertial sensor. 

Ly Sit Sta On4 SitG GD SU

Ly 89% 0% 0% 1% 8% 1% 1%

Sit 0% 77% 17% 0% 5% 0% 2%

Sta 0% 5% 93% 0% 0% 1% 1%

On4 39% 0% 0% 42% 0% 5% 15%

SitG 19% 5% 0% 0% 74% 1% 2%

GD 24% 10% 14% 2% 7% 31% 12%

SU 9% 6% 27% 2% 6% 4% 46%

A/P

A
ct
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Classified asAnkle L

 

Table 15: Confusion matrix for the Ankle Right 

inertial sensor. 

Ly Sit Sta On4 SitG GD SU

Ly 90% 0% 0% 0% 8% 0% 1%

Sit 0% 77% 17% 0% 3% 1% 2%

Sta 0% 6% 92% 0% 0% 1% 2%

On4 39% 0% 0% 41% 0% 5% 15%

SitG 19% 3% 0% 0% 76% 0% 1%

GD 27% 10% 16% 2% 6% 27% 13%

SU 9% 7% 28% 2% 4% 5% 46%

Classified asAnkle R
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Table 16: Confusion matrix for the Thigh Left 

inertial sensor. 

Ly Sit Sta On4 SitG GD SU

Ly 78% 8% 0% 0% 13% 0% 1%

Sit 22% 74% 0% 0% 3% 0% 1%

Sta 0% 0% 94% 1% 0% 1% 3%

On4 10% 0% 35% 36% 0% 12% 7%

SitG 21% 3% 0% 0% 75% 0% 1%

GD 20% 5% 13% 3% 7% 36% 15%

SU 8% 3% 21% 1% 5% 6% 58%

A/P
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ct
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Thigh L Classified as

 

Table 17: Confusion matrix for the Thigh Right 

inertial sensor. 

Ly Sit Sta On4 SitG GD SU

Ly 82% 5% 0% 0% 11% 1% 1%

Sit 14% 79% 0% 0% 5% 0% 1%

Sta 0% 0% 91% 1% 1% 1% 6%

On4 8% 0% 30% 42% 1% 8% 11%

SitG 20% 3% 1% 0% 74% 0% 1%

GD 19% 5% 11% 4% 8% 37% 16%

SU 7% 3% 16% 1% 7% 6% 60%

Thigh R

A/P
A

ct
ua

l c
la

ss
Classified as

 

Each of the sensors provides a different performance for different activities. The 

conclusion here will be that if the final system should have only one sensor, the decision 

about which placement to use should be made after deciding which of the target activities 

are of more importance to him/her. 

6.2.1.2  Location System 

In this subsection we present the results achieved by the location system. A set of tables 

and figures of the obtained results from the experiments is presented. The same 

evaluation metric is used (i.e. F-measure).  

Like with the inertial sensors we perform an exhaustive search of best tag 

combinations. Therefore, all possible 15 combinations of tag placements are examined 

(Figure 45). Next, we focus on the tag placements that achieved the best results for each 

tag number (1 to 4). As described in Chapter 3, we analyse four tag placements: 

 Chest (_c), 

 Waist (_w), 

 Ankle Right (_ar), 

 Ankle Left (_al). 

Figure 45 presents the results achieved for all possible combinations. The best tag 

placements for each tag number are marked with a red colour. Each tag number group is 

divided and analysed separately.  

When the system is using one location tag, the difference in performance is obvious. 

The chest tag clearly outperforms all the other placements. Compared to the waist tag it is 

11 p.p. better and compared to ankle left it is 30.7 p.p. better. Therefore, we can conclude 
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that the chest placement is the best for the location tags. The reason for this is the 

different heights of the chest tag during different activities. 

For two location tags the situation is the following. When the chest tag is combined 

with any other tag, the performance is significantly better compared to any other two-tag 

combination. The results showed that the best tag placement combination is "Chest + 

Ankle Left" (i.e. "_c_al" in Figure 45). This showed that ankle placements are better for 

combining with the chest than the waist placement. The reason may be in the larger 

velocities that these tags achieve during dynamic activities like walking (which is 

included in standing).  

Three location tags achieve an overall F-measure of 89.3%, which is 2.3 p.p. better 

than the F-measure of two location tags. The best tag placement combination is "Chest + 

Ankle Left + Ankle Right" (i.e. "_c_al_ar" in Figure 45). With this combination we just 

proved the previous comment that ankles are better placements than waist. 

With all four location tags the overall F-measure increased up to 90.3%. This is by 1 

p.p. better than the F-measure of three location tags. 

 

Figure 45: All tag combinations for Activity Recognition using the Location System.  

In Figure 46 we show only the best placements for each tag number and the achieved 

overall F-measure. The biggest improvement for the system is when the number of tags is 

increased from one to two location tags (4.7 p.p.).  

 

Figure 46: Best tag placements for the Activity Recognition using the Location System. 
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By analyzing the overall F-measure we take into consideration only the result averaged 

on all classes (activities). Additionally, the F-measure for each of the activities is 

presented in Figure 47.  

Figure 47 presents the improvement in all activities as the number of tags increases. 

Transitional activities (standing up and going down) are difficult to recognise for the 

same reasons discussed in Section 6.1 (i.e. the small number of samples and the difficulty 

to define the border between two successive activities). Another disadvantage of the 

location system is the problem with distinguishing on all fours and sitting on the ground. 

It is caused because of the same characteristics (e.g. heights) of the tags during these 

activities. 

 

 

Figure 47: Best tag placements using for Activity Recognition using the Location System (detailed 

overview for each of the classes). 

6.2.1.3  Combination of the Inertial and the Location System 

After a detailed analysis for each of the systems separately, the next step is combining 

these two systems together and exploiting the advantages of both.  The same evaluation 

metric is used (i.e. F-measure).   

At the beginning we present the comparison between the inertial and the location 

system for the same number of sensors/tags. Figure 48 shows that even though both 

systems have the same F-measure with only one sensor/tag (83%), the inertial system 

clearly outperforms the location system when using more than one sensor/tag. 

 

Figure 48: Inertial vs. Location System for the Activity Recognition.  
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When the two systems are combined, the same method of exhaustive search for best 

sensor/tag combinations is performed. Therefore, all possible 1023 (6 inertial sensors + 4 

location tags = 2
10 

− 1) combinations of sensor/tag placements are examined. Because of 

the huge number of combinations we present only the best combinations for each number 

of inertial sensors vs. location tags.  

Figure 49 is a detailed matrix (6 × 4) representation of the best sensor/tag 

combinations. The inertial sensors are shown on the x axis (one to six sensors) and the 

location tags on the y axis (one to four tags). Each square in the matrix represents the 

sensors/tag placements and the achieved F-measure (marked with F1 in Figure 49). For 

instance, the square 3 × 2 (marked with a red colour) represents the combination of 3 

inertial sensors and 2 location tags. This is the best of all combinations with an F-measure 

= 98.6%. The red dotted lines (diagonal) connect the squares that have same number of 

sensors/tags. Along each dotted line the best (according to the F-measure) square is 

marked with a darker blue colour. These darker blue squares represent the best 

combination given the number of sensors/tags. 

The type of the sensor/tag is marked with the abbreviations:  

 I stands for inertial sensors,  

 L stands for locations tags.  

The list of abbreviations for the sensor/tag placements is the following: 

 C (Chest), 

 W (Waist), 

 AR (Ankle Right), 

 AL (Ankle Left), 

 TR (Thigh Right), 

 TL (Thigh Left).

 

Figure 49: Detailed matrix representation of best sensor/tag combinations for Activity 

Recognition using Inertial and Location System. 
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Another representation of the same results is shown in Figure 50. This is a 3D 

representation, where the third axis is the achieved F-measure. The biggest improvements 

are when the system is using two and more sensors/tags, except when these sensors/tags 

are only location tags.  

The parts of the graph that are closer to 0 (smaller number of sensors/tags), but also 

have a high F-measure are of the greatest interest for us. These points are marked with red 

and yellow circles on the graph.  

The improvements to the system when only location tags are used (Figure 50, red 

circles on the left side) compared to combination of both systems (yellow circles) are 

evident. For the inertial system the situation is slightly different. When the system was 

using two and three sensors, the inertial system outperformed the combination of systems. 

After this number of three sensors the combination is better than the inertial system alone. 

This means that for the activity recognition task if the system is using a small number (up 

to three) of sensors or tags, it is better to add an inertial sensor than a location tag. With 

this conclusion we partially confirm our first hypothesis, that the combination of both 

sensors is significantly better than each of the systems used separately (the statistical test 

results are explained in the next subsection). 

Another interesting conclusion can be made if we assume both sensors and tags are 

placed at the same body location. Today's technology allows having both systems in one 

physical sensor box. If we analyse the example of having only one sensor or tag, the 

comparison is slightly different. In this case we compare one inertial sensor, one location 

tag and their combination (which is two hardware components, but placed in one sensor 

box). The achieved F-measures are 83% for each of the systems used separately. Their 

combination improves these results significantly (i.e. by 10 p.p.). The only natural 

condition that should be satisfied is to have both systems with the same placements on the 

body (in our case, the chest placement).  

 
Figure 50: Best sensor/tag combinations for Activity Recognition using Inertial and Location 

System. 

Number of 

Inertial Sensors Number of 

Location Tags 
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6.2.1.4  Statistical Tests 

Since we are comparing the performance of different sensors using the 11 fold cross-

validation technique, we additionally checked the statistical significance of the results. 

We wanted to be sure that the difference in performance is not a result of some random 

changes in the data. Because of the small number of folds (11) we decided to use a 

Student's T-test with a significance level of 5%. Because we are comparing the 

performance of two sensors and individual samples (folds) are paired (the same person's 

data for both sensors) we decided to use the paired T-test. The complete table of results 

for the statistical tests is shown in Appendix A.1. 

Analyzing the results that are achieved with the inertial sensors only (Figure 50) we 

can see that the improvement in performance is detected only when the number of sensors 

is increased up to three. After that, adding additional sensors makes the system more 

complex and even decreases the performance. This was also proved by the significance 

test (Appendix A.1). These tests helped us to conclude that the difference in performance 

is statistically significant for systems that are using one, two and three sensors. Four, five 

and six sensors do not significantly increase or decrease the performance of the system. 

The conclusions for the location system are slightly different. According to Figure 50, 

the increase in the number of tags has a direct influence on the increase in the system 

performance. There is no convergence or decrease in performance, which is the case in 

the inertial system. The statistical tests proved that there is a statistically significant 

difference in the performance of systems using one, two, three or four location tags. 

Statistical tests were performed also for the combined system. We chose the best 

sensor/tag combinations for each number of sensors/tags (dark blue squares and the red 

square in Figure 49). The T-Test showed that the difference in performance is statistically 

significant only when the system is using one, two and three sensors/tags. Four 

sensors/tags or more do not significantly increase or decrease the performance of the 

system. 

Statistical tests confirmed our second hypothesis that a small number of sensors (i.e., 

3 in the case of the inertial and combined systems and 4 in the case of location) are 

sufficient for good performance. Adding more sensors/tags does not improve the system 

performance; it only makes the system unnecessary complex and increases the cost.   

6.2.2 Fall Detection 

The evaluation of fall detections is a problem by itself. The class value is binary: fall or 

no fall. Fall detection is positive if the detector properly recognises a fall and negative if it 

does not. Therefore, these are the four possible cases for fall detection: 

 TP (True Positive): The algorithm detects a fall during fall event. 

 FP (False positive): The algorithm detects a fall during non-fall event. 

 TN (True negative): The algorithm does not detect a fall during a non-fall event. 

 FN (False negative): The algorithm does not detect a fall during fall event. 

Some researchers [42] present only the rate of detection of falls in fall events (true 

positives) and underestimate the other parameters (e.g. false positives − fall detected 

during a non-fall event). This approach does not give the whole truth about the 

performance and usefulness of the algorithm in real life. Eventually the user will not like 

to have a system that will detect all fall events, but one that also has a high rate of false 

positives. Because of these issues we used the same evaluation metric (as for the activity 

recognition) − F-measure. This metric combines all four cases (TP, FP, TN and FN). 
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6.2.2.1  Inertial System 

 

As described in Section 5 we implemented and tested two fall detection algorithms. The 

first one is based on the analysis of the acceleration data and a threshold value. Detailed 

results are shown in Table 18.  The results are presented for each of the events separately. 

This is the most detailed representation of the results. The events from the experimental 

scenario are divided into two groups: fall and non-fall (difficult to distinguish and 

normal) events. The percentage for each event shows the portion of the events that were 

recognised as falls or non-falls respectively. Moreover, if it is a fall event (e.g. tripping) 

the percentage presents how many (of all tripping) events were recognised as falls (TP 

rate for that event). If it is a non-fall event (walking): how many (of all walking) events 

were recognised as non-falls (TN rate for that event). 

Table 18: Results of the Threshold based method for Fall Detection using Inertial System.  
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True positive rate for each event (%) 

F
a
ll

 E
v
en

ts
 

(1) Tripping − Quick 

falling  
100  88  53  45  30  26  

(2) Fainting − Falling 

slowly 
11  8  3  0  0  0  

(3) Falling from chair 

slowly − sit on ground 
17  11  3  3  0  0  

(4) Sliding from chair 

quickly − sit on ground 
49  38  5  4  0  0  
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(5) Sit quickly on chair 36  43  36  36  96  93  

(6) Searching sth. on the 

ground − On all fours 
100  100  100  100  100  100  

(7) Quickly lying on bed 34  41  56  50  45  42  
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ts

 (8) Sitting normally 100  100  95  95  100  100  

(9) Lying normally 100  100  100  100  86  82  

(10) Walking 100  100  100  100  31  35  
 

 Overall F-measure 60  56  42  40  34  33  

The analysis of this table shows that the chest placement is the best for the threshold 

based algorithm that relies on the acceleration of the sensor. When the person falls, this 

sensor achieves high velocities and the impact with the ground is more evidential. If we 

analyse the non-fall events we can see that thigh placement is slightly better, but it has 

difficulties in detecting falls in fall events. As we expected, the ankle is the worst 

placement for fall detection. 

The second fall detection algorithm is using the threshold algorithm and the activity 

recognition model. For this classification model we are using the appropriate model for 

the analysed person. Therefore, because 11 people were tested, for each person's data the 

model was built using the data of the other 10 people (leave-one-person-out technique). 

First we present the results compared to the threshold based algorithm for each of the 

events (Figure 51). We chose the best sensor placement (i.e. chest) for both algorithms. 

The events are marked with numbers in parenthesis that correspond to the number of 
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events in Table 18. 

 

Figure 51: Comparison of the performance of the Threshold vs. Threshold + Activity/Posture 

Recognition algorithms for Inertial System based Fall Detection (chest sensor placement). 

With this figure we actually show the improvements of the second algorithm in the 

detection of fall events. The first event in Table 18, tripping, is a typical fall that was 

recognised accurately with both methods. The second event, which is falling really 

slowly, fainting, is difficult to recognise because of the low acceleration during this event. 

For this event additional information is necessary (location sensors provide this 

information).  The biggest improvement is noticed in the fall events that end with sitting 

on the ground (events 3 and 4). The reason is the correctly recognised activity of sitting 

on the ground. On the other hand, with this algorithm the percentage of TN is decreased 

and the number of FP increased (in event 8). The reason for this is the activity recognition 

model, which is not accurate enough because it is using only one inertial sensor (sitting is 

recognised as sitting on the ground). This issue is solved by including more sensors, 

which improves the activity recognition module. The combinations that achieved the best 

results with the second algorithm are shown in Figure 52.  The biggest improvement is 

noticed when the system increases the number of sensors from one to two. The reason for 

this is the improvement in the activity recognition model. Another thing is the fast 

convergence of the system (around 82%) for the F-measure. Therefore, two inertial 

sensors proved to be sufficient for the highest level performance that the inertial sensors 

can achieve. 

 

Figure 52: Best sensor placements for Fall Detection using Inertial System.  

 

Fall Events  Non-Fall Difficult Events  Non-Fall Normal Events 

F-measure (%)
 

Sensor Placements
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6.2.2.2  Location System 

The algorithm developed for the location system was using the activity recognition 

module and the information about the coordinates of the bed. The assumptions here are 

that the bed is a “safe location” and that it is almost static or at least the location is not 

changed very often. The phrase "safe location" means that a fall cannot be detected while 

the person is in the bed. The algorithm is described in detail in second paragraph in 

Subsection 5.2.1. The detailed results achieved by this algorithm are shown in Table 19. 

As was expected, because of the known location of the bed, the system was able to 

recognise falls that end in some other location than the bed with high accuracy (events 1 

and 2). However, some problems still exist in non-fall events, because of the activity 

recognition model. Namely, sitting (events 5 and 8) and on all fours (event 6) were 

misclassified as sitting on the ground or lying (on the ground) and this caused the system 

to detect a fall during non-fall events. 

Table 19: Detailed results for Fall Detection using Location System, best tag placements.  
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True positive rate for each event (%) 
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 (1) Tripping − Quick falling  96  100  100  100  

(2) Fainting − Falling slowly 100  100  100  100  

(3) Falling from chair slowly − sit on 

ground 
95  95  96  95  

(4) Sliding from chair quickly − sit on 

ground 
97  92  92  97  
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 (5) Sit quickly on chair 75  78  86  89  

(6) Searching sth. on the ground − On 

all fours 
25  50  72  78  

(7) Quickly lying on bed 100  100  100  100  

N
o
n

-F
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ts
 (8) Sitting normally 80  88  93  93  

(9) Lying normally 100  100  100  100  

(10) Walking 92  94  96  97  
 

 Overall F-measure 87.7  90.8  94.1  95.4  

6.2.2.3  Combination of the Inertial and the Location System 

After a detailed analysis of the results of each of the systems separately, the next step is 

combining these two systems together and using the advantages of both.    

We first present the comparison between the inertial and the location system for the 

same number of sensors/tags (Figure 53). Despite the inertial system being better than the 

location in the activity recognition task, this figure clearly shows that the location system 

is more efficient in the detection of fall events. The advantage of the location system 

compared to the inertial one is the location of the person. Having this information, the 

system is more aware of the place where the person is at the moment. But on the other 

hand, the location system is limited to only one room. The inertial system can be adjusted 



62 Evaluation and Discussion 

 

to analyse data on a mobile device and this way to overcome this limitation. 

 

 

Figure 53: Comparison of the results achieved for Fall Detection by the Inertial and Location 

System.  

When the two systems are combined, the same approach of an exhaustive search for 

the best sensor/tag combinations is performed. Therefore, all possible 1023 (six inertial 

sensors plus four location tags = 2
10

 − 1) combinations of sensor/tag placements are 

examined. Because of the huge number of combinations we present only the best 

combinations for each number of inertial sensors vs. location tags.  

Figure 54 is a detailed matrix (6 × 4) representation of the best sensor/tag 

combinations. The inertial sensors are shown on the x axis (one to six sensors) and the 

location tags on the y axis (one to four sensors). Each square in the matrix represents the 

sensor/tag placements and the achieved F-measure (marked with F1 in Figure 54). For 

instance, the square 1 × 1 represents the combination of one inertial sensor and one 

location tag. The blue dotted lines (diagonal) connect squares that have the same number 

of sensors/tags. Along each line the best (according to the F-measure) square is marked 

with a darker red colour. These darker red squares represent the best combination given 

the number of sensors/tags. 

The type of the sensors/tags is marked with the abbreviations:  

 I stands for inertial sensors,  

 L stands for locations tags.  

The list of abbreviations for the sensor/tag placements is the following: 

 C (Chest), 

 W (Waist), 

 AR (Ankle Right), 

 AL (Ankle Left), 

 TR (Thigh Right), 

 TL (Thigh Left). 

 

Number of 

tags 
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Figure 54: Detailed matrix of best sensor/tag combinations for Fall Detection using Inertial and 

Location System. 

Another representation of the same results is shown in Figure 55. This is a 3D 

representation, where the third axis is the achieved F-measure. The biggest improvements 

are when the system is using two and more sensors/tags, except when these sensors/tags 

are only inertial tags.  

The parts of the graph that are closer to 0 (smaller number of sensors/tags), but also 

have high performance are of the greatest interest to us. These points are marked with red 

and yellow circles on the graph. The improvements of the system when only one type of 

sensors is used (red circles) compared to a combination of both systems (yellow circles) 

are evident. The combination of sensors/tags clearly outperforms the systems used 

separately. This is even more significant than in the activity recognition task.  

For instance, the performance values of the system using two sensors or tags are 81.5% 

and 90.8%, for the inertial and location respectively. Their combination improves these 

results for 15 p.p. and 6 p.p., for the inertial and location system respectively. This is the 

case for each number of sensors (blue doted lines): the combination of two systems is 

better than each of the systems used separately. With these results we actually prove our 

first hypothesis that the combination of both sensors is significantly better than each of 

the systems used separately (the statistical test results are explained in the next 

subsection).  

Furthermore, the same approach of putting two sensors in one sensor box can be 

discussed. In this case the performance values of the system using only one sensor/tag are 

68% and 88% for the inertial and location respectively. Their combination improves these 

results by 29 p.p. and 9 p.p. respectively. The only natural condition that should be 

satisfied is to have both systems on the same placements on the body.  
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Figure 55: Best sensor/tag combinations for Fall Detection using Inertial and Location System. 

6.2.2.4  Statistical Tests 

Like with the activity recognition (AR), statistical tests were performed for the fall 

detection too. We wanted to be sure that the difference in performance is not a result of 

some random changes in the data. Paired T-test with significance level of 5% was 

performed. The complete table of results for the statistical tests is shown in Appendix A2. 

Analyzing the results achieved of the inertial sensors only (Figure 55), we can see that 

the improvement in performance is detected only when the number of sensors is increased 

up to two. After this level, adding additional sensors just makes the system more complex 

and even decreases the performance. This was also proved by the significance test 

(Appendix A.2). These tests helped us to conclude that the difference in performance is 

statistically significant between systems that are using one and two sensors. Three and 

more sensors do not statistically significantly increase the performance of the system. 

The conclusions for the fall detection are similar as for the AR. This is the case 

because the fall detection algorithm is using the AR model. According to Figure 55, the 

increase in the number of tags directly influences the increase of the system performance. 

The statistical tests proved that there is a statistically significant difference in the 

performance of a system using one, two, three or four location tags. 

The statistical tests were performed for the combined system too. We chose the best 

sensor/tag combinations for each number of sensors/tags (dark red squares in Figure 54). 

The T-test showed that the difference in performance is statistically significant only when 

the system is using one, two and three sensors/tags. Four sensors/tags or more do not 

significantly increase the performance of the system. 

Statistical tests confirmed our second hypothesis, that a small number of sensors (i.e. 

two in the case of the inertial system, three in the combined system and four in the case of 

the location system) are sufficient for high level performance. Adding more sensors/tags 

does not improve the system performance; it only makes the system unnecessary complex 

and increases its cost.  

Number of 

Inertial Sensors 
Number of 

Location Tags 
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7 Related Work 

This chapter reviews the related work published recently in the areas of activity 

recognition and fall detection. We present only the most relevant state of the art 

approaches and results published in the literature (journal articles, conference papers, 

workshop papers, etc.).  

Activity recognition and fall detection are exciting areas  for the development of robust 

techniques, as applications in this field typically require to deal with high-dimensional, 

multimodal streams of data that are characterised by a large variability (e.g. due to 

changes in the user's behaviour or as a result of noise). However, unlike other 

applications, there is a lack of established benchmarking problems and datasets. 

Typically, each research group tests and reports the performance of their algorithms on 

their own datasets using experimental setups specially conceived for that specific 

purpose. For this reason, it is difficult to compare the performance of different methods. 

Despite all the variations in problems and data, we tried to compare our approach, 

algorithms and results to some extent. 

We divided this chapter into two sections according to the problem that is analysed 

(activity recognition and fall detection). We should mention that this division is not 

absolute; there are approaches that combine these two problems (similar to our approach). 

In each section we discuss the most important aspects when analyzing the activity 

recognition and fall detection (i.e. the type of the sensors and sensor placements).  

The type of sensors is an important aspect in ambient intelligence systems. Sensors can 

be divided into ambient sensors and wearable sensors. Ambient sensors are particularly 

useful for monitoring environments in which many people move (cameras, humidity 

sensors, temperature sensors, RFID readers, etc.). On the other hand, wearable (body-

worn) sensors can be used to monitor one person and classify his or her actions 

(accelerometers, gyroscopes, magnetometers, location sensors, pedometers, ECG, EEG, 

etc.). We are discussing only the approaches that are the most relevant to our work.  

In addition to the type of sensors, another important aspect is the sensor placement. 

Wearable sensors can be placed on different parts of a human body depending on the 

activities being studied.  

7.1 Activity Recognition 

We mentioned that the variation in the data is a general problem for the comparison of 

the results for activity recognition and fall detection. Additionally, the different target 

activities are an even bigger problem in activity recognition. Moreover, if two approaches 

analyze different activities the comparison of the results is meaningless.  

The most common wearable sensors used for exploring activity recognition are 

inertial ones: accelerometers and gyroscopes. They have been widely accepted as useful 

and practical sensors for wearable devices to measure and assess physical activity.  

A thorough review of the most relevant accelerometer-based studies is presented in 

[35]. In this article the authors analyse and compare various research based on wearable 

accelerometers used for physical activity monitoring and assessment, including posture 

and movement classification, the estimation of energy expenditure, fall detection and 
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balance-control evaluation. Additionally, existing commercial products are investigated 

which provide a comprehensive outlook of the current development status and possible 

emerging technologies.  This paper was of great interest to us at the start of our research. 

It provided a general overview of the hardware, approaches and techniques of the related 

literature. 

Probably the most relevant research for our work is [36]. In this research the authors 

use six accelerometers placed on the neck (similar to our chest placement), waist, left 

wrist, right wrist, left thigh, and right thigh. The attributes additionally computed were 

few: inclination angles for each of the axes and the sum of the length of the acceleration 

vector over some time interval. The algorithm that they were using was created manually 

(similar to a decision tree). They additionally use adaptation to the user techniques, which 

are based on clustering and adjusting different angles and thresholds for different users. In 

our research we implemented the technique of sensor orientation adaptation (described in 

4.1.3), which adapts the sensors for different users. The target activities are similar to ours 

(standing, sitting, lying, walking and falling). The reported accuracy is almost perfect, i.e. 

99.5%. We should note here that they classify each event as one sample. In our research 

we classify each 0.5 seconds of data and a level of 100% accuracy is almost impossible to 

achieve. Their fall detection algorithm is completely threshold based. There is no further 

explanation about the fall events that they used, so we assume that they are straight 

forward fast falls. Because in our research we proved that even with an improved 

threshold based algorithm were not able to detect all fall events.  

Most of the researchers investigate the activity recognition problem using machine 

learning techniques.  

Of particular interest are the results presented in [37]. A mobile phone was used as an 

accelerometer. The target activities differ from ours. Only three out of eight were 

common. The process of attribute computation consists only of the computation of 

statistical attributes (mean, variance, etc.). When they used the same person's data for 

training and testing the achieved accuracy was 90%, but when they used a different 

person's data for testing the accuracy drops to 65%. In our research we use data from 

different people for training and testing.  

A similar evaluation approach to ours is used in [38]. The leave-one-person-out cross-

validation technique is performed. They used the data from six people data for training 

and one person's data for testing. They used a Neuro-Fuzzy classifier and one 

accelerometer fixed on the wrist. In the process of attribute computation standard 

statistical attributes were computed, but also an analysis in the frequency domain was 

performed. Unfortunately, we had only two out of eight activities in common. The 

reported overall accuracy is 93%.  

In [39] the authors use a cell phone accelerometer placed on the thigh. They tested 

their approach on several machine learning algorithms (J48, Multilayer Perceptron, 

Logistic Regression). The target activities were more dynamic and based on different 

accelerations (standing, running, jogging, etc.).  The data window size was ten seconds 

(in our research we are using one second). With this experimental setup, they achieved 

the highest accuracy of 91% using the Multilayer Perceptron algorithm. 

In [40] the authors collected data from three users using two accelerometers to 

recognise five activities, i.e. walking, sitting, standing, running, and lying down. This 

paper claimed that data from a thigh accelerometer was insufficient for classifying 

activities such as sitting, lying down, walking, and running, and thus multiple 

accelerometers were necessary (a claim that is also proved with our research). They 

achieved an accuracy of 62% for the ankle accelerometer, 83% for the thigh and 95% for 

both accelerometers. 

Similar activities as in our tests were analysed in [41]. These researchers were 
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interested in: sitting, standing, walking, lying, running, etc. Two accelerometers placed on 

the ankle and wrist and an RFID reader were used. Without the RFID reader the reported 

results were 82%. In our research we managed to achieve 96% using two inertial sensors. 

The researchers in [10] used a similar testing scenario, including different everyday 

activities. They developed a human movement classification system based on the data 

acquired from a single, waist-mounted 3-axis accelerometer. The laboratory-based testing 

involved six subjects, with results indicating an overall averaged accuracy of 90.8% 

across a series of 12 tasks (walking slow, walking fast, lying, standing up, going down, 

etc.). The problem with a simple average accuracy over multiple classes occurs when the 

classes do not have an equal number of instances. This is the case in their research, as 

well as our own. This is the reason why we decided to use weighted-average F-measure 

as evaluation metric. 

In [42] they used one 2-axis accelerometer and a gyroscope worn on the chest; by 

applying thresholds to accelerations, angular velocities and angles, they detected the 

activity. The analysed target activities were: sitting down, standing up, walking, running 

and falling. The reported overall accuracy was 90%, but their evaluation approach for 

presenting the results is different. They evaluate events, not instances.  

The single-accelerometer approach has a difficulty in distinguishing between standing 

and sitting, as both are upright activities, although a simplified scheme with a tilt 

threshold to distinguish standing and sitting has been proposed [41]. Standing and sitting 

activities can be distinguished by observing the different orientations of body segments 

where multiple accelerometers are attached. For instance, thigh inertial sensors can be 

used to distinguish standing and sitting activities from static activities [43].  

In recent years there were also some studies about activity recognition but not related 

to humans. In [44] the authors developed a method for automatically measuring and 

recognizing several behavioural patterns of dairy cows using a 3D accelerometer. The 

algorithm used in this research was a multiclass support vector machine (SVM). The 

target activities were: standing, lying, walking, lying down, standing up, etc. The 

achieved overall accuracy was 70%. The conclusion was that accelerometers can be used 

to easily recognise various behaviour patterns in dairy cows. Support vector machines 

proved useful in the classification of measured behaviour patterns. However, they 

conclude that further work is needed to refine the features used in the classification 

models.  

We did not find much related work, where the researchers use location sensors for 

solving the problem of activity recognition. There were some results reported in the early 

stage of the Confidence project [45]. The authors used 4 location tags fixed to the user‟s 

body and the achieved accuracy was around 87% for the machine learning approach. The 

evaluation approach is: training the classifier on two people's data and testing on a third 

person's data. They also tested another approach using common rules and the achieved 

accuracy was 89%. Also, an agent based approach of the Confidence system was 

presented in [46]. In this paper the authors presented a multi-agent system that consists of 

seven groups of intelligent agents, i.e., sensor, refinement, reconstruction, interpretation, 

prevention, and a cognitive group of agents. The results in the fall detection experiment 

showed that context-dependent reasoning can interpret complex scenarios that might be 

misinterpreted by acceleration based systems (this was also proven with the results in this 

thesis). 

The related work described so far had objectives similar to ours and the data it used is 

similar because of the sensors employed. As a consequence, the methodology was also 

similar. In addition, there are approaches based on cameras + visible tags. The work 

described in [47] used 43 body tags sampled at 30 Hz to distinguish between seven 

activities related to military operations, reporting an accuracy of 76.9 %. This was 
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achieved with the SVM learning algorithm whose features were the tag coordinates 

belonging to two postures separated by 1/3 second.  

In the early stage of the Confidence project results were published using a camera and 

infrared tags. The recordings consisted of the coordinates of 12 tags worn on the 

shoulders, elbows, wrists, hips, knees and ankles, sampled with 10 Hz. The tag 

coordinates were acquired with a Smart infrared motion capture system. They achieved an 

accuracy of around 94 % for fall detection and over 90 % for activity recognition. These 

results were used as guidance in the further development of the Confidence system. 

7.2 Fall Detection 

The main problem with an evaluation of fall-detection results is the difference in the 

testing events. Most of the researchers inspect only sudden fast falls. This kind of fall is 

almost trivial to detect when using the acceleration signal. A much greater challenge is to 

detect complex fall events that do not have a large acceleration and non-fall events that 

have a large acceleration. These kinds of events were of particular interest to us. 

Furthermore, these complex events determine actual use in real life, not the clear cases 

involved in laboratory tests. 

Another problem in the evaluation of fall detection results is the evaluation metric.  

Presenting only the true positive rate does not present all the aspects of performance 

for the algorithm. Eventually, the user would not like to have a system that will detect all 

fall events, but also have a high rate of false positives. 

Similar to activity recognition, the most common wearable sensors used for exploring 

fall detection are inertial ones (i.e. accelerometers and gyroscopes). 

Falls are usually detected by applying thresholds to accelerations, velocities and 

angles. In [42] they used one 2-axis accelerometer and a gyroscope worn on the chest; by 

applying thresholds to accelerations, angular velocities and angles, they detected a 

potential fall and the activity after the fall. The reported true positive rate is 93%. In this 

study the authors analyse only fast falls and the evaluation metric is the true positive rate 

of falls. We explained at the beginning of this section that this approach does not give the 

full picture of the performance of the algorithm. 

In [49] they used a 3-axis accelerometer worn on the chest. In their work they present a 

fall detection algorithm based on the threshold value of the maximum peak of the 

resultant acceleration. They tried to classify falls and non-falls: Activity of Daily Live 

(ADL). Several fall events were tested, but all of them being fast falls. The non-fall 

events were only normal activities. They distinguished falls from ADL with 100% 

sensitivity, while the specificity was 96.11%. We assume that our approach is more 

reliable because we used several fall events that are not fast falls (e.g. losing 

consciousness, sliding from chair, etc.) and also confusing non-fall events (e.g. quick 

sitting, quick lying, etc.). 

In [50] they used a 3-axis accelerometer worn on the waist; and they detected a 

potential fall and the activity (lying) after the fall, resulting in the detection of all fall 

events. Similarly, they investigated only fast falls and falls that end only with lying. Our 

approach is different, because in our test scenario we also investigated falls that end with 

sitting on the ground and non-falls that end with lying. 

Of particular interest to our research is the work in [51]. They used two 3-axis 

accelerometers and gyroscopes worn on the chest and thigh. By applying thresholds to 

accelerations, angular velocities and angles, they detected a potential fall and the activity 

after the fall with 90.1% accuracy. The lower accuracy compared to the previous work is 

most likely due to the more difficult test data: their method sometimes failed on lying 

down quickly and on two atypical fall types. We had similar problems when the system 
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was using only inertial sensors. We overcame this problem by including location tags. 

Also, their evaluation technique is similar to ours; moreover they present all four cases: 

TP, TN, FP and FN. 

Some researchers use machine learning instead of threshold based algorithms [52], 

[53].  

In [52], they used a wearable 3-axis accelerometer to capture the movement data of the 

human body, and propose a fall detection method based on a one-class support vector 

machine (SVM). The one-class SVM model is trained by the positive samples from the 

falls of younger volunteers and a dummy, and the outliers from the non-fall daily 

activities of young and elderly volunteers. The preliminary results show that this method 

can detect the falls effectively. Moreover, they achieved an accuracy of 96.7 %. The 

difference from our approach is that they used the dummy performing the falls for 

training and testing. In our case 11 people participated in the recordings for the test 

dataset. Also the authors of the paper present only the True Positive rate, which is not the 

best way of presenting results, especially for fall detection. 

An interesting study is presented in [53]. The study is about detecting a fast fall before 

the impact with the ground. The authors used a 3-axis MEMS accelerometer fixed on the 

waist. They derived a feature vector from the time-domain characteristics feature 

selection was then performed to obtain the best features. A fall detection algorithm using 

Support Vector Machine was developed and evaluated. They tested the algorithm on 5 

young healthy male subjects. Several fast falls were tested: forward falls, backward falls, 

lateral falls left and right. Their results showed that all falls could be detected with an 

average lead-time of 203 ms before impact, and no false alarm occurred. The difference 

with our approach is that the fall events and every day normal activities were recorded 

separately. In our case we had one real life scenario, which is a more reliable approach. 

Also, as mentioned before, we investigate falls that are not fast.  

Other researchers use only a camera and by processing the images they try to detect a 

fall event. The image processing approach [54] has several operational complexities. One 

of them is the process of installing a camera in each room where we want the system to 

work. Another issue is the limitation of functioning only in an indoor environment. Also, 

common disadvantages are the low image resolution, target occlusion and the processing 

of raw image data is still too challenging for detecting falls. Eventually, and probably the 

biggest issue in this approach, is the user privacy. The user has to accept the fact that a 

camera will record him/her.  
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8 Conclusion 

To improve the quality of life for elderly people, automatic intelligent health monitoring 

systems are being developed.  Activity recognition and fall detection are essential parts of 

such systems. Of particular importance is fall detection. The fall injuries, especially for 

older people, cause trauma which influences the health and functional status of elderly 

people. This leads to a loss of self-confidence and an end to independent living. 

Automatic systems and techniques, as described in this thesis, that use wearable-sensor 

data allow important applications in healthcare for dealing with the societal problems of 

an aging population. 

In this final chapter, we summarise the results of this thesis, present our concluding 

remarks and highlight the contributions of the thesis to this area of research. 

8.1 Summary 

In this thesis we used wearable sensors/tags attached to the user‟s body. We investigated 

several important aspects for designing an activity recognition and fall detection system: 

the type of the sensors, the sensor body placements and the number of the sensors. In this 

research we studied combinations of inertial and location sensors. We described the 

technical characteristics of both systems and discussed the advantages and disadvantages 

of each of them.  

The main input into our system is the data from the inertial and location sensors. A 

thorough analysis was conducted and several data preprocessing techniques were 

presented. Because the data is sensory, the raw data is first filtered and additional 

attributes are then calculated. The whole data preprocessing step is general and can be 

reused in different kinds of problems that use these kinds of sensors. Next, the algorithms 

for the final tasks of activity recognition and fall detection are designed and implemented. 

We used a machine learning approach for solving the problem of activity recognition. The 

fall detection was based on an analysis of the preprocessed data and the activities that 

were recognised by the activity recognition module. Therefore, these two modules are 

highly interconnected and together they constitute one complete module in applications 

for elderly healthcare.  

The next step was the evaluation of the algorithms and presenting the results achieved. 

Since the final system had two types of sensors (inertial and location), we made a 

comparison of the performance achieved by the sensors of each type separately and by 

using the combination of both types. Six inertial sensors and four location tags were 

placed on the user's body. Our final goal was finding the sensor/tag combinations 

(placements) that achieve the highest level performance. An exhaustive (brute force) 

search through all sensor/tag placement combinations was conducted.  

At the beginning of our research we put forward two hypotheses. The first one stated 

that a system consisting of a combination of the two types of sensors will outperform a 

system that uses only one type of sensors. The second one stated that a small number of 

sensors/tags will be sufficient for achieving reasonable performance.  

The results showed that for the activity recognition issue the inertial sensors achieve 

better results than the location sensors. For instance, when the system was using two 
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inertial sensors the achieved F-measure was 96% and two location tags achieved 88%. 

The combination of both systems was not always better than using an inertial system 

only. Two and three inertial sensors had better performance (96% and 98%) than the 

combination of the two systems (93% and 97% respectively). When the number of 

sensors/tags was increased to four and more, the combination of both systems 

outperformed each of the systems used separately. This partially proved our first 

hypothesis. Additionally it was proven that three sensors are sufficient for achieving 

significantly good results (98.1%). Although five sensors/tags achieved the best results 

(98.6%), this was not statistically significantly better than the result achieved with three 

sensors. Furthermore the statistical significance tests also proved that the increase in 

performance was statistically significant only when the compared system was using one, 

two and three sensors. Above that limit, increasing the number of sensors/tags did not 

increase the performance of the system, but only the complexity and the price. With these 

results we proved the second hypothesis to a reasonable extent. 

The results achieved for the fall detection were slightly different and led to clearer 

conclusions. Namely, they showed that location sensors give better information about the 

user compared to inertial sensors and therefore achieved better performance. For instance, 

when the system was using two inertial sensors the achieved F-measure was 82% and two 

location tags achieved 91%. Although for activity recognition the first hypothesis was not 

completely proven, for the fall detection the combination of both systems outperformed 

each of the systems used separately. When the system was using two sensors/tags the 

improvements of the combined system were 15 p.p. and 6 p.p. compared to the inertial 

and location systems, respectively.  

In terms of the number of inertial sensors, it was proven that two inertial sensors are 

sufficient for achieving the highest performance (82%) that can be achieved by the 

inertial system. Statistical tests proved that increasing the number (three or more) of 

inertial sensors does not statistically significantly improve the performance. Furthermore, 

for the location and combined system this limit number was three. Above this limit, 

increasing the number of sensors does not statistically significantly increase the 

performance of the system. With these conclusions we proved our second hypothesis.  

The exhaustive (brute force) search through all sensor combinations (placements) 

showed that similar sensor placements (e.g. chest, chest + thigh, etc.) achieved the highest 

performance for both tasks (activity recognition and fall detection). One of the reasons is 

the approach used for fall detection task, which is based on the activity recognition 

module and its performance. This allows us to conclude that the number of sensors can be 

even further reduced in a system that is using both types of sensors. If the two types of 

sensors are attached to the same location on the body, the idea is to have one physical 

sensor enclosure for both systems. For instance, the combination of the chest inertial 

sensor and the chest location tag proved to be the best for the combined system with the 

smallest number of sensors/tags (in this case two). If we are able to make one sensor 

enclosure that will contain both hardware components, this number will be reduced to 

one. With this idea we additionally confirmed the second hypothesis, that for reasonable 

performance the final system needs only a few wearable sensors. 

According to the achieved results, the final conclusion for both tasks (activity 

recognition and fall detection) is the following. The most promising combination of 

sensors is the combination of two inertial sensors (chest + (thigh or ankle)) and one 

location tag (chest). With this combination, the activity recognition model achieves an F-

measure of 97.4% (mostly because of the two inertial sensors), and the fall detection 

algorithm achieves an F-measure of 98.5% (mostly because of the location tag which 

gives the location of the user in the room). If the final system should use minimum 

number of sensors/tags (but still to be able to achieve satisfactory performance), then the 
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combination of chest inertial sensor with the chest location tag is the most promising. The 

achieved F-measure is 93.3% and 96.6% for the activity recognition and fall detection 

respectively. 

8.2 Contributions 

Human activity recognition and fall detection are hot research topics in Ambient 

Intelligence (AmI) and ambient assisted living (AAL) and have huge practical relevance. 

Our main contributions in this area are: 

 

 Combining inertial and location wearable sensors. Most of the literature is 

studying activity recognition and fall detection using one type of sensors. There are no 

studies so far that compare the performance using inertial and location wearable 

sensors. This thesis explores the advantages of the combined system. We showed that 

a combination of different sensors gives new, better information about the user, which 

cannot be resolved by using only one type of sensors. 

 

 Creation of special dataset for testing falls. The main problem with the evaluation 

and comparison of the fall detection results is the difference in the testing events. For 

the needs of our research we created a special scenario including different fall events 

with complex falls. This scenario was created after a consultation with medical 

experts. A dataset of fourteen people performing this scenario was created. This 

dataset is helpful information for future studies in this scientific field.  

 

 Thorough analysis and implementation of data preprocessing techniques for 

inertial sensors. The whole data preprocessing step is thoroughly discussed and 

moreover it is a general approach that can be reused in different kinds of problems 

that use inertial sensors. In particular, the sensor orientation adaptation technique is an 

original idea. The different initial sensor orientations are usually caused as a result of 

the different physical characteristics of the users. This technique manages to 

overcome the gap between different users with different initial sensor orientations. 

 

 Finding the most appropriate sensor body placement for activity recognition and 

fall detection. Usually in these kinds of problems the researchers have to decide 

about the sensor body placements (chest, waist, thigh, etc.). Comparing the 

performance of different sensor placements will give an overview as to parts of the 

human body are the best for these kinds of systems. This might be helpful information 

for future studies in this scientific field.  

8.3 Future Work 

In this section, we present directions for future research. The final goal for the system is 

to be as non-intrusive as possible and also to keep the costs to a minimum. In this thesis 

we examined all possible sensor/tag combinations and we proved that for satisfactory 

performance the system needs up to three sensors/tags. We also found the best sensor/tag 

placements for each number of sensors. Knowing the number, type and placements of the 

wearable sensors/tags, we plan to change the focus of the research to: finding new 

information from these sensors and also improving the already implemented algorithms. 

Therefore, the discussed ideas for future work below are in this direction. 

The first issue that should be addressed for the further work is in the direction of 

finding new, useful information about the user. Currently, our model for activity 
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recognition simply outputs a list of activities that were performed. It is unlikely that 

caregivers would like to see long lists of activities for every patient they are caring for. 

Instead, they might be interested in a summary or in graphs showing the average duration 

of activities and the frequency with which activities are performed. Moreover, the 

acceleration signal could be used to compute the energy-expenditure of the user during 

his/her daily activities. This is very useful information about the health of the user. This 

information can be further used by the caregiver, who can suggest an increase or decrease 

in the amount of daily activities. It is important to gain a better understanding of which 

information caregivers need when performing their duties. In practice, such multi-

disciplinary research is challenging to perform and field trials will need to be conducted 

to obtain a better understanding of these principles. 

The second issue for further work is in the direction of the improvement of the existing 

algorithms. It is based on developing more sophisticated methods for recognizing the 

transitional activities (i.e. standing up and going down). Even though these transitional 

activities have significantly less data samples, currently we are recognizing them with the 

same machine learning model as for the other activities. This unbalanced data issue is a 

commonly known in machine learning. One idea for future work is to have a specialised 

model that will distinguish only between standing up and going down. Therefore, there 

will be two levels of classification (hierarchical classification model). On the first level 

one general model should classify all the target activities, except the transitional ones. 

The transitional activities should be put in one "bag" without stating whether it is going 

down and standing up. In the next level the specialised model should decide if it was 

standing up or going down. This may make it possible to distinguish between standing 

and sitting by analyzing the previous transitional activity using only one inertial sensor. 

Another issue is to include non-wearable (i.e. environmental) sensors based on 

pressure, voice and seismic activity. 

One of the ideas for future work is concerning only the inertial sensors, thus 

encapsulating of the location sensors through acceleration. Since each new smartphone 

device contains all the inertial sensors discussed in this research (accelerometer and 

gyroscope) we plan to adjust the algorithms to work on this kind of device. The 

application should work all the time in the background and be as simple as possible. 

Moreover the battery of the phone should last at least 16 hours (approximately one day of 

user without sleeping time). In order to have simple algorithms running in the 

background, our idea is to use simple decision trees or classification rules. The purpose of 

this application is to detect a fall event and alert it through SMS to the caregiver or the 

relatives of the user. This is what Google android iFall application does [55], but our aim 

is to incorporate the top performance already achieved with the most suitable laboratory 

equipment. In addition, the energy-expenditure idea can be included. 
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Appendix A: Additional statistical information on the data and 

results 

A.1 Detailed results for the Activity Recognition Statistical Significance tests (T-test with 

significance level of 5%). 

 

 

a) Inertial System b) Location System 

6 vs. YES YES NO NO NO   

5 vs. YES YES NO NO     

4 vs. YES YES NO       

3 vs. YES YES         

2 vs. YES           

1 vs.             

Number of 
sensors 

1 2 3 4 5 6 
 

4 vs. YES YES YES   

3 vs. YES YES     

2 vs. YES       

1 vs.         

Number 
of tags 

1 2 3 4 
 

 

 

 

c) Combination of the Inertial and the Location System 

 

10 vs. YES YES NO NO NO NO NO NO NO   

9 vs. YES YES NO NO NO NO NO NO     

8 vs. YES YES NO NO NO NO NO       

7 vs. YES YES NO NO NO NO         

6 vs. YES YES NO NO NO           

5 vs. YES YES NO NO             

4 vs. YES YES NO               

3 vs. YES YES                 

2 vs. YES                   

1 vs.                     

Number of 
sensors/tags 

1 2 3 4 5 6 7 8 9 10 
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A.2 Detailed results for the Fall Detection Statistical Significance tests (T-test with 

significance level of 5%). 

 

 

a) Inertial System b) Location System 

6 vs. YES NO NO NO NO   

5 vs. YES NO NO NO     

4 vs. YES NO NO       

3 vs. YES NO         
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1 vs.             
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of sensors 
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4 vs. YES YES YES   

3 vs. YES YES     

2 vs. YES       

1 vs.         

Number 
of tags 
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c) Combination of the Inertial and the Location System 

 

10 vs. YES YES NO NO NO NO NO NO NO   

9 vs. YES YES NO NO NO NO NO NO     

8 vs. YES YES NO NO NO NO NO       

7 vs. YES YES NO NO NO NO         

6 vs. YES YES NO NO NO           

5 vs. YES YES NO NO             

4 vs. YES YES NO               

3 vs. YES YES                 

2 vs. YES                   

1 vs.                     

Number of 
sensors/tags 
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